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Games and Puzzles

Designing peg solitaire puzzles

George I. Bell
Tech-X Corporation

gibell@comcast.net

Abstract: Peg solitaire is an old puzzle with a 300 year history. We consider
two ways a computer can be utilized to find interesting peg solitaire puzzles. It
is common for a peg solitaire puzzle to begin from a symmetric board position,
we have computed solvable symmetric board positions for four board shapes. A
new idea is to search for board positions which have a unique starting jump
leading to a solution. We show many challenging puzzles uncovered by this
search technique. Clever solvers can take advantage of the uniqueness property
to help solve these puzzles.

Keywords: Solitaire puzzles, game design.

Introduction

Peg solitaire was invented in France in the late 17th century, where it started
an early puzzle craze. Today most people recognize the puzzle, although its
popularity has declined.

We will refer to a board location as a hole, which can either be empty or
occupied by a peg. Figure 1 shows three peg solitaire boards—the first two
boards are based on a square lattice of holes, while the third is based on a
triangular lattice. While the first two boards are common, the 37-hole hexagon
board is not. Pressman Toy Company has manufactured this board under the
name Think ’N Jump, although it is not identical since they removed some of
the outer jumps (one can still play on this board by allowing these jumps).

The puzzle begins from some specified pattern of pegs, three examples are shown
in Figure 1. A jump consists of one peg jumping a neighbor into an empty
hole, the jumped peg is removed. Jumps are allowed only along lattice lines, i.e.
along columns and rows for the first two boards, and along three lines on the
hexagon board (as indicated by the arrows). The goal of the puzzle is to choose
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6 designing peg solitaire puzzles

jump directions

Figure 1: Sample puzzles on the 33-hole “English” board, the 37-hole “French”
board and the 37-hole hexagon board.

a sequence of jumps which finish at a board position with one peg. The hole
where the final peg ends at is called a finishing hole. A board position where
there exists a sequence of jumps ending with one peg is said to be solvable.

Figure 1 a shows the starting board position of a special puzzle called the
central game. The starting position has square symmetry, and the goal is
to finish with one peg in the center, a board position which not only has square
symmetry, but is also the complement of the starting position (where each
peg is replaced by a hole, and vice-versa).

If we take either of the 37-hole boards, and fill them with pegs, but remove
the central peg, then we are in an unsolvable board position (we will prove
this). Therefore, the analogous “central game” is unsolvable on these two
boards, but many other symmetric board states are solvable. The configuration
shown in Figure 1b, for example, is solvable. This board position is symmetric
with respect to reflection about both diagonals. Finally, the board position in
Figure 1c is solvable and is symmetric with respect to 60◦ rotations. If you solve
this puzzle you will discover that the finishing hole is not the central hole.

For the English and French boards, there are a total of seven symmetries
possible for a configuration of pegs, summarized in Table 1. These correspond to
subgroups of D8, the dihedral group of order 8 (the symmetries of the square).
We use the terminology that an “orthogonal reflection” is one that occurs along
lattice lines, while a “diagonal reflection” does not.

The English central game is interesting because the board begins and ends at
positions with square symmetry. John Beasley proved [1] that no matter how the
central game is solved, the board cannot pass through an intermediate position
with square symmetry (type 1) or 90 degree rotational symmetry (type 2). We
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George I. Bell 7

Type Symmetry description Order Examples
1 square symmetry 8 Fig. 1a, 7a
2 90◦ rotation 4 Fig. 5c, 7b
3 both diagonal reflections 4 Fig. 1b
4 both orthogonal reflections 4 Fig. 5a, 7c
5 180◦ rotation 2 Fig. 5d
6 one diagonal reflection 2 Fig. 7d
7 one orthogonal reflection 2 Fig. 5b

Table 1: The seven possible symmetries for an English or French board position.

note that this does not mean that a square symmetric board position cannot be
reached starting with the centre vacant, only that if a square symmetric position
is reached, it is not solvable. In what follows we will determine what types of
symmetric board positions can appear during a solution to the central game.

Position class theory

Given a board position, if we determine its position class we will know which
finishing holes are possible. We begin with the English and French boards by
labeling the holes diagonally with the numbers 0-2, and again with 3-5, as shown
in Figure 2.

0

2 0 1
2 0 1 2 0

2 0 1 2 0 1 2
0 1 2 0 1 2 0
1 2 0 1 2 0 1

0 1 2 0 1
2 0 1

4 3 5
3 5 4 3 5

5 4 3 5 4 3 5
3 5 4 3 5 4 3
4 3 5 4 3 5 4

4 3 5 4 3
4 3 5

0 1 2 0
1 2 0 1 2

2 0 1 2 0 1
0 1 2 0 1 2 0

2 0 1 2 0 1
1 2 0 1 2

0 1 2

Figure 2: Diagonal labeling of holes for the English and French boards (left),
and the hexagon board (right).

Let Ni be the number of pegs in the holes labeled i. We now observe what
happens to N0, N1, N2 after a peg solitaire jump is executed. One of the three
increases by 1, while the other two decrease by 1. Therefore, if we add any two
of N0, N1, N2, the parity of the sum can never change as the game is played.
For example, (N1 +N2) mod 2 is an invariant of the game, its value can only
be 0 or 1. The same holds for N3, N4, N5, so the binary 6-tuple

~N = (N1 +N2, N0 +N2, N0 +N1, N4 +N5, N3 +N5, N3 +N4) (1)

is an invariant of the game (here each component of ~N is taken modulo 2).

The sixteen values of ~N separate all board positions into sixteen equivalence
classes [1], which we call position classes. A peg solitaire game is played
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8 designing peg solitaire puzzles

entirely in one position class, so it is interesting to figure out which position
classes have representatives with one peg. The position class of one peg in the
centre is an important one and we call it “position class A”, it corresponds to
~N = (0, 1, 1, 0, 1, 1). The reader can check that all three board positions in
Figure 1 are in position class A1.

C

A

A A A

A

B B B

B

C C

C

Figure 3: The three possible patterns for finishing holes on the English or
French boards. Note that ~N = (0, 1, 1, 0, 1, 1), (1, 1, 0, 1, 1, 0) and (0, 1, 1, 1, 0, 1),
respectively.

Figure 3 shows the possible finishing holes for any board in position class A, as
well as the other one-peg position classes B and C. Figure 3 shows that there
are essentially only three possible patterns for the finishing peg, up to rotations
and reflections. It should be noted that the holes labeled ‘A’ in Figure 3a are
only a necessary condition for a one-peg finish. If we are in position class A,
the only possible finishing holes are those marked by A’s. However, it may not
be possible to finish with one peg at all, or only at some A’s.

The symmetry of the three patterns in Figure 3 turns out to be very important
for what follows. We note that the pattern of A’s has square symmetry (type 1),
while the B’s and C’s have one reflection symmetry (types 7 and 6, respectively).

One position class to be avoided is the position class of the empty board,
~N = (0, 0, 0, 0, 0, 0). The reason to avoid it is that this position class has no
representatives with one peg, so any board in the position class of the empty
board is unsolvable. For example, if we take either of the 37-hole boards and
fill the board, then remove the central peg, we are in the position class of the
empty board and therefore in an unsolvable board position.

The same idea can be applied to boards on a triangular lattice. On the 37-hole
hexagon board we use the hole labeling of Figure 2c, the vector ~N has only three
components, and there are only four position classes (for details see [5]). Three
of the four position classes have representatives with one peg, the exception
being the position class of the empty board.

The three possible patterns for finishing holes are given in Figure 4. As before,
the position class of one peg in the centre is “position class A”. We note that
patterns B and C are related by a reflection about the y-axis, so there are

1For (a), one should find N0 = N3 = 10, N1 = N2 = N4 = N5 = 11, for (b), N0 = 2,
N1 = N2 = 5, N3 = 6, N4 = N5 = 3, and (c), N0 = 1, N1 = N2 = 6.
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George I. Bell 9

C

A A
A

A A
A A A

A A
A

A A

B
B B

B B
B B

B B
B B

B

C
C C

C C
C C

C C
C C

Figure 4: The three possible patterns for finishing holes on the hexagon board.

essentially two patterns for the finishing holes.

Symmetric board positions

We denote a board position by a lower case letter, while sets of board positions
will be denoted by upper case letters. If b is a board position then we denote
the complement of b by b, and if B is a set of board positions, B is the set of
complemented board positions (b ∈ B if and only if b ∈ B).

The English and French boards

Suppose we begin from an English or French board position b which is square
symmetric (type 1) and solvable. Where can the final peg be? A powerful
observation is that the set of finishing holes must have the same symmetry type
as b itself. So on one hand we know the set of finishing holes must be square
symmetric, and we also know it can only be a subset of one of the three patterns
in Figure 3. But only finishing pattern A is square symmetric, so we must be
in position class A, and we can only finish in the holes marked ‘A’. Not only
that, if the finishing hole is one of those along the edge of the board, then by
reversing the direction of the last jump, we can always finish in the centre. This
same argument works for any symmetry of type 1-5, so we have proved:

Theorem 1. On the English and French boards, if a board position is solvable
and has symmetry type 1-5, then it lies in position class A and is solvable to the
centre.

It is critical in Theorem 1 that the board be solvable. If a board position is
not solvable, then the set of finishing holes is empty, which is trivially a square
symmetric pattern. An unsolvable board may be in the position class of the
empty board. In fact, if we take any board position in position class A, and
remove or add the centre peg (depending on whether it is present or not), we
are in the position class of the empty board, and therefore not solvable.

What happens if the board position has only a single reflection symmetry (type
6 or 7)? In that case it may be in position class A, B or C, and it may finish
somewhere other than the centre.

Recreational Mathematics Magazine, Number 7, pp. 5–19
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10 designing peg solitaire puzzles

Theorem 1 tells us that all solvable symmetric positions (types 1-5) are solvable
to one peg in the centre. This suggests that we can find them all by playing
backward from one peg in the centre. Playing peg solitaire backward is equivalent
to playing forward from the complement board position [2, 4], so here is a
simple algorithm for calculating them: Let b1 be the board position with a full
board with the centre peg missing (Figure 1a for the English board), and define
B1 = {b1}. Now define Bn+1 as the set of all board positions which can be
reached from any board position in Bn by executing any single jump.

Note that by design, Bn is the set of n-peg board positions solvable to the centre.
We now search through Bn for board positions with various symmetries. The set
of all n-peg solvable positions with type j symmetry can be found by searching
Bn for board positions with type j symmetry.

For details on how these calculations are done, see [7]. We do not store duplicate
copies of board positions which are rotations or reflections of one another, each
symmetric board position has a single entry, determined by the mincode() (the
minimum value of the board code over all symmetry transformations). A board
position is conveniently (but not efficiently) stored in a single, 64-bit integer.

13 pegs, type 521 pegs, type 4 17 pegs, type 7 12 pegs, type 2

Figure 5: Sample solvable boards with an assortment of symmetry types.

Position English French Square
Type Symmetry description Order class 33-hole 37-hole 36-hole
1 square symmetry 8 A 13 17 21
2 90◦ rotation 4 A 25 27 79
3 both diagonal reflections 4 A 22 126 238
4 both orthogonal reflections 4 A 220 258 76
5 180◦ rotation 2 A 2,238 7,051 9,148
6 one diagonal reflection 2 A 5,139 40,722 64,135
6 one diagonal reflection 2 C 15,187 n/c n/c
7 one orthogonal reflection 2 A 34,501 113,375 20,961
7 one orthogonal reflection 2 B 92,732 n/c n/c

Total 150,077 161,576 94,658

Table 2: A count of solvable board positions for the various symmetry types.
“n/c” means not calculated.

Table 2 shows the results of such a computation, and four sample positions are
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George I. Bell 11

shown in Figure 5. For the English board, the totals for type 1 and 2 symmetries
have been calculated by Beasley [1], and our results agree with his. We note
that any board position appearing in the English list is solvable on the French
board as well. We have removed these duplicates, so the 17 type 1 positions on
the French board do not include the 13 English board positions.

The largest Bi for the English board has size |B18| = 3, 626, 632 and for the
French board, |B20| = 53, 371, 113. This is small enough that a binary search
tree of these sets fits into memory2.

By Theorem 1, for symmetry type 1-5 we need only start in the centre and all
board positions are in position class A. For symmetry type 6, we need a separate
run for position class C, and for type 7, position class B. Note that for these extra
runs, the starting set B1 contains more than one board position. For example,
for position class B we begin with a full board with one peg missing at each B
in Figure 4b, although due to symmetry it suffices to use only those in bold.
The reason for this is that we need to capture all possible finishing holes. These
runs are time consuming for the French board, and we have not completed them.

Figure 5c is an interesting case, because this board position fits on the English
board but is not solvable there. The four added holes are necessary in order to
solve it. You can try all type 1-4 puzzles on my Javascript web program for the
English board [9] and the French Board [10] (solutions can also be displayed).
You can make these puzzles more challenging by trying to solve them in the
minimum number of moves (where a move is one or more jumps by the same
peg).

Having computed these symmetrical board positions, we are in a position to
demonstrate:

Theorem 2. A solution to the central game on the English board cannot pass
through an intermediate position with symmetry type 1-5.

Proof: A board position b can appear during a solution to the central game if
and only if b is solvable to the centre and b is solvable to the centre [4]. If Sj

is the set of all solvable board positions with type j symmetry, then a board
position b with type j symmetry can appear during the central game if and
only if b ∈ Sj and b ∈ Sj . We can easily check each element of Sj , and we find
no matches among types 1-5 (except, of course, for the initial and final board
states).

Beasley [1] proves Theorem 2 for symmetry types 1 and 2. In [6] he proves
Theorem 2 for type 5 symmetry (180◦ rotation).

Among the 5, 139 type 6 board positions (in position class A), we find 198 which
form 99 complement pairs, all can appear during a solution to the central game.
Similarly, there are 912 type 7 board positions which form 456 complement
pairs. Martin Gardner gave a solution he calls Jabberwocky [3] which passes

2Run on a PC with a clock speed of 2.4 GHz and 8 GB of RAM.
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12 designing peg solitaire puzzles

through eleven intermediate positions with reflection symmetry about the y-axis
(type 7). On my web site [8] I show a solution to the central game which passes
through seven positions with diagonal reflection symmetry (type 6).

The 36-hole square board

This board is different because it does not have a central hole. Nonetheless,
it can be analyzed for symmetrical board positions using the same technique.
The smallest solvable board position with square symmetry is “four pegs in
the centre”, shown in Figure 7a, this board position defines “position class A”.
Figure 6 shows the three possible patterns for finishing holes, crucially their
symmetry types are the same as those in Figure 3.

C

A A

A A

B B

B B

C C

C

Figure 6: The three possible patterns for finishing holes on the square 6 × 6
board.

Theorem 1 is valid on this board (except for the part about being “solvable
to the centre”). Symmetrical board positions may be calculated by playing
backwards, and Table 2 (right column) includes totals for each symmetry type.
Four examples of symmetrical board positions on the 36-hole square board are
shown in Figure 7. Unfortunately, most symmetrical board positions are easy
to solve, because an obvious sequence of symmetrical jumps reduces them to
“four pegs in the centre”. Figure 7b-d show three of the harder examples where
this is not possible.

15 pegs, type 64 pegs, type 1 16 pegs, type 2 16 pegs, type 4

Figure 7: Sample solvable 6× 6 boards with various symmetry types.
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George I. Bell 13

The 37-hole hexagon board

We now repeat the analysis of symmetrical board positions for the 37-hole
hexagon board. We need to be aware of several important differences. First, the
symmetries are subgroups ofD12, the dihedral group of order 12 (the symmetries
of the regular hexagon). There are nine possible symmetries, shown in Table 3.

Position
Type Symmetry description Order class Count Examples
1 hexagonal symmetry 12 A 20 Fig. 8a
2 60◦ rotation 6 A 14 Fig. 1c
3 120◦ rot. & orth. refl. (y-axis) 6 A 30 Fig. 8b
4 120◦ rot. & diag. refl. (x-axis) 6 A 87 Fig. 8c
4 120◦ rot. & diag. refl. (x-axis) 6 B 185 Fig. 8d
5 both x-axis and y-axis refl. 4 A 1,438 Fig. 9c
6 120◦ rotation 3 A 330
6 120◦ rotation 3 B 754 Fig. 9b
7 180◦ rotation 2 A 34,894
8 one orthogonal refl. (y-axis) 2 A 219,295 Fig. 9d
9 one diagonal refl. (x-axis) 2 A 436,697
9 one diagonal refl. (x-axis) 2 B n/c

Table 3: The nine possible symmetries for a board position on the 37-hole
hexagon. “n/c” means not calculated.

We now consider the symmetry of the two possible patterns for finishing pegs
on the board, shown in Figure 4. Position class A has hexagonal symmetry, and
position class B (and C) have type 4 symmetry (120◦ rotation plus reflection
about the x-axis), as well as the “sub-symmetries” type 6 and 9. The same
argument as before leads to:

Theorem 3. On the 37-hole hexagon board, if a board position is solvable and
has symmetry type 1-3, 5, 7 or 8, then it lies in position class A.

Another difference is that when the board is solvable and in position class A, it
may not be solvable to the centre (as in Figure 1c). Therefore, when we initialize
the set B1, we need to start with three board positions with one peg missing at
each of the bold A’s in Figure 4a. The calculation of all Bn for position class A
is time consuming, taking about a week of CPU time and 20 GB of disk space.
The largest set Bn in this case is |B19| = 364, 696, 466, and the binary search
tree containing it is too large to fit into memory on my machine. The calculation
therefore has to be split into pieces, which increases the computation time.

Figures 8 and 9 show seven board positions obtained from these calculations,
with board counts given in Table 3 and Javascript web program for types 1-4 here
[12]. Note that Figure 8d and Figure 9b show board positions in position class
B. All other board positions shown in this document are in position class A. The
board positions in Figure 9c and d were selected because they are particularly
difficult to solve.
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14 designing peg solitaire puzzles

12 pegs, type 4 (B)25 pegs, type 1 18 pegs, type 3 10 pegs, type 4

Figure 8: Sample solvable hexagon boards with an assortment of symmetry
types.

11 pegs, type 8

12 3 4 5 11
11 6 1 2 6 12

10 5 2 0 1 3 7
9 4 1 2 4 8

8 3 6 5 9
7 12 11 10

9 pegs, type 6 (B) 15 pegs, type 5

7 8 9 10

Figure 9: A template for 120◦ symmetry, and more sample solvable hexagon
boards.

To complete all entries in Table 3 for position class B would require a second run,
even more time consuming than the first. For position class B and symmetry
types 4 and 6, we used a different technique. All board positions with 120◦

symmetry can be obtained by mapping every 13-bit binary integer to the board
in Figure 9a, where a peg is present at location i iff the i’th bit is set. We
can then exhaustively attempt to solve each board, one by one, to derive a
complete list of solvable boards by position class and symmetry type (1-4 or 6).
This technique is reasonable when the total number of boards is under a few
thousand, and it gives us a way to double check our results (at least for types
1-4 and 6).

Board positions with a unique winning jump

Many of the symmetrical board positions found in the previous section tend to
be easy to solve by hand. The problems shown in Figures 5-9 are not typical,
they are some of the harder problems. Often, it is possible to make a few
symmetrical jumps which reduce the pattern to a smaller symmetrical pattern
which has been solved previously.

At any initial board position, a number of starting jumps are available. Often,
any starting jump can be executed, after which the board remains solvable.
But suppose we search specifically for initial positions where only one of the
starting jumps gives a solvable board position. It is not obvious that such
board positions exist, because during the English central game (for example)
most board positions have many possible jumps that can lead to a solution.

Fortunately, the sets Bn calculated in the last section are exactly what we need
to search for these “unique winning jump” board positions. Consider a board
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George I. Bell 15

position b ∈ Bn. We are looking for b’s where only a single jump ends at a
solvable board position. We can execute jump k on b, producing the board
position bk. bk is solvable if and only if bk ∈ Bn−1.

In order to find a puzzle which is “difficult”, the number of dead ends should be
large, this suggests we want a large number of starting jumps. It would seem
that the most difficult n-peg initial positions are those which

1. Have a single winning jump, and

2. Have as many starting jumps as possible.

24 pegs, 12 jumps6 pegs, 7 jumps 12 pegs, 13 jumps 17 pegs, 17 jumps

Figure 10: English puzzles with a unique winning jump. Under each diagram
is the number of pegs and the total number of starting jumps. Playable on the
web at [13].

22 pegs, 20 jumps10 pegs, 13 jumps 12 pegs, 16 jumps 17 pegs, 19 jumps

Figure 11: French puzzles with a unique winning jump. Playable on the web at
[14].

24 pegs, 12 jumps7 pegs, 12 jumps 11 pegs, 18 jumps 16 pegs, 21 jumps

Figure 12: Hexagonal puzzles with a unique winning jump. Playable on the web
at [15].

Table 4 summarizes the results of these calculations, and Figures 10-12 show
example board positions calculated using this strategy. All of these puzzles can
be played on my Javascript programs [13, 14, 15] (the programs can also display

Recreational Mathematics Magazine, Number 7, pp. 5–19
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16 designing peg solitaire puzzles

English board French board hexagon board
n (pegs) max jumps count max jumps count max jumps count

4 4 2 4 3 6 6
5 7 1 7 1 10 2
6 7 2† 8 1 10 26
7 9 2 10 1 12 10†
8 9 4 10 1 14 6
9 11 1 12 1 16 2
10 12 1 13 1† 18 1
11 12 2 14 2 18 3†
12 13 4† 16 1† 20 1
13 14 1 17 1 20 1
14 14 4 16 4 22 1
15 15 1 17 2 21 2
16 15 1 19 1 21 2†
17 17 1† 19 2† 22 1
18 15 2 18 4 22 1
19 15 2 21 1 20 1
20 14 3 19 1 18 3
21 13 3 18 5 17 1
22 14 1 20 1† 16 2
23 11 6 18 1 13 1
24 12 1† 18 2 12 1†
25 10 1 17 1
26 7 3 17 1
27 6 2 16 1
28 13 1
29 11 1
30 10 3
31 6 1
32 8 1

Table 4: A summary of board positions with a unique winning jump by pegs
and maximum starting jumps, for each of the three board types. †: case appears
in Figures 10-12.

solutions). We note that for a particular board and number of pegs n, there
is sometimes a unique board position with as many jumps as possible and one
winning jump. When an entry in Table 4 is blank, this indicates there are no
n-peg board positions with a unique winning jump.
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George I. Bell 17

These puzzles tend to be challenging to solve by hand, particularly as they
become larger. As an aid to the solver, we have identified the first peg to jump
in red for the larger board positions.

If some jump is a winner on a symmetrical board position, then the symmetrical
partners of this jump are also winners. Thus, board positions with a unique
winning jump tend to have no symmetry. The only exception would be a board
position with a single reflection symmetry, it could have a single winning jump
along the axis of reflection. We have found a few examples like this, but none
with the maximum number of jumps.

These puzzles have an entirely different character from the symmetrical puzzles
in the last section. The fact that there is a unique winning jump can be used
to help solve these puzzles. After the first jump is executed, any jump which
could have been executed first must still be a dead end. The second jump can
only be a jump which was opened up by the first jump, and so on. Sometimes,
if you can identify the first jump, the rest of the solution follows more easily.

While the first jump of a solution is unique, subsequent jumps can often be
executed in either order, or the final jump can go in either direction, so the
solution is not unique. However, a few of these puzzles do have a unique solution,
which is quite rare in peg solitaire. An example is Figure 12c—there is only one
sequence of jumps which solves this puzzle.

When the number of pegs is relatively small (say, under 13), the board may
not limit the jumping possibilities. We can often translate the pattern of pegs,
and this gives a solution which is counted as different. This effect is responsible
for the large counts on the hexagonal board (26 solutions with 6 pegs and 10
jumps), this is not 26 different solutions but a few solutions translated. These
board positions with less than 13 pegs can be considered as puzzles on an infinite
board. These puzzles retain the property that the number of starting jumps is
large, and there is a unique winning jump. As the puzzles become larger, on an
infinite board the unique winning jump property tends to be lost.

Finally, we note that all these unique winning jump puzzles were calculated
using position class A. Since symmetry plays no role here, there is no reason
why we could not use position class B or C. This would produce a whole new
set of problems with a unique winning jump, and Table 4 would be different for
each position class.

Summary

We have presented two different strategies for creating peg solitaire puzzles.
The first searches for solvable symmetric positions, while the second identifies
solvable positions with a unique winning jump. The two strategies don’t seem
to have anything in common, but they can both be calculated using the sets of
board positions Bn obtained by playing the game backwards.
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18 designing peg solitaire puzzles

The central game on the English board is an attractive puzzle because it begins
and ends at positions with square symmetry, but in between symmetry is lost,
and by Theorem 2 symmetry is not possible (except for reflection symmetry).
For a good puzzle, it is desirable that symmetry is not possible in the middle, for
symmetric intermediate positions often indicate an easy solution where jumps
are repeated in a symmetrical fashion. We have identified all solvable symmetric
board positions (of most types), both on a square a triangular grid. Many of
these make nice puzzles to solve by hand.

The “unique winning jump” puzzles have a completely different feel—they lack
symmetry and are much harder to solve. The fact that they have a unique
winning jump can be exploited by crafty solvers.

Any solvable board position presented above is also solvable when considered on
an infinite board. This means that in some sense these puzzles exist
independently of any particular board. We saw in going from the English
to French board that additional puzzles were found that were solvable on the
French board but not on the English board (Figure 5c). Similarly, in going from
the French board to an infinite board, we would expect additional problems
solvable only on a sufficiently large board. Searching for all n-peg symmetric or
unique winning jump puzzles on an infinite board is an interesting computational
challenge.
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Abstract: In this article, we reveal how Benjamin Franklin constructed his
second 8× 8 magic square. We also construct two new 8× 8 Franklin squares.
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Introduction

The well-known squares in Figure 1 were constructed by Benjamin Franklin.
The square F2 was introduced separately and hence is generally known as the
other 8-square. The entries of the squares are from the set {1, 2, . . . , n2}, where
n = 8 or n = 16. Every integer in this set occurs in the square exactly once.
For these squares, the entries of every row and column add to a common sum
called the magic sum. The 8 × 8 squares have magic sum 260 and the 16 × 16
square has magic sum 2056. In every half row and half column the entries add
to half the magic sum. The entries of the main bend diagonals and all the bend
diagonals parallel to it add to the magic sum. In addition, observe that every
2 × 2 sub-square in F1 and F2 adds to half the magic sum, and in F3 adds to
one-quarter the magic sum. The property of the 2 × 2 sub-squares adding to
a common sum and the property of bend diagonals adding to the magic sum
are continuous properties. By continuous property we mean that if we imagine
the square is the surface of a torus; i.e. opposite sides of the square are glued
together, then the bend diagonals or the 2 × 2 sub-squares can be translated
and still the corresponding sums hold. In fact, these squares have innumerable
fascinating properties. See [1], [3], and [4] for a detailed study of these squares.
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22 benjamin franklin’s other 8-square

52   61   4    13   20   29  36  45

55   58   7    10   23   26  39   42

9      8    57  56   41  40   25   24

50   63   2    15   18   31  34  47

F1

17   47   30  36   21  43   26   40

32   34   19  45   28  38   23   41

33   31  46   20   37   27  42   24

48   18  35   29   44  22   39   25

49   15  62    4    53   11  58    8

64    2   51   13   60   6    55    9

16   50   3    61   12  54    7    57

 1    63   14  52    5   59   10   56

F2

58       39      26       7       250    231    218    199   186     167   154    135    122    103     90      71

198     219   230     251     6        27     38       59     70       91     102    123   134    155    166    187

60       37      28       5       252    229   220     197   188     165    156    133   124    101     92      69 

201     216    233    248     9        24     41      56      73       88     105    120    137    152   169    184

 55      42      23       10     247    234   215     202   183    170    151     138    119    106     87     74      

203     214    235    246     11      22     43       54      75      86     107    118    139    150    171   182         

53       44      21       12     245    236   213     204   181     172   149    140     117   108     85     76   

205     212   237    244     13      20      45      52      77      84      109    116   141    148     173   180

 51      46      19       14     243    238    211   206     179    174    147    142    115    110    83      78

207     210    239   242      15     18      47      50      79      82     111     114    143    146   175    178       

 49       48     17       16     241   240     209    208    177    176    145   144     113   112      81     80

196     221   228    253      4       29      36      61      68       93    100     125    132    157    164   189

 62       35     30       3      254     227    222    195    190    163    158    131   126     99      94     67          

194     223   226    255      2       31  34       63      66      95      98     127    130   159    162    191 

 64      33      32        1      256   225     224    193   192     161   160    129    128      97      96    65   

F3

14    3   62   51  46   35   30  19

53   60    5   12   21  28   37   44 

11    6   59   54   43  38   27  22

16    1    64  49   48  33   32   17

200    217    232     249    8        25      40      57     72       89     104     121    136    153   168    185

Figure 1: Squares constructed by Benjamin Franklin.

3 61 16 50 7 57 12 54
32 34 19 45 28 38 23 41
33 31 46 20 37 27 42 24
62 4 49 15 58 8 53 11
35 29 48 18 39 25 44 22
64 2 51 13 60 6 55 9
1 63 14 52 5 59 10 56
30 36 17 47 26 40 21 43

17 47 30 36 25 39 22 44
32 34 19 45 24 42 27 37
33 31 46 20 41 23 38 28
48 18 35 29 40 26 43 21
49 15 62 4 57 7 54 12
64 2 51 13 56 10 59 5
1 63 14 52 9 55 6 60
16 50 3 61 8 58 11 53

N1 N2

44 61 4 21 12 29 36 53
22 3 62 43 54 35 30 11
45 60 5 20 13 28 37 52
19 6 59 46 51 38 27 14
47 58 7 18 15 26 39 50
17 8 57 48 49 40 25 16
42 63 2 23 10 31 34 55
24 1 64 41 56 33 32 9

N3

Table 1: Franklin squares constructed using Hilbert basis [1].
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29 35 18 48 21 43 26 40
20 46 31 33 28 38 23 41
45 19 34 32 37 27 42 24
36 30 47 17 44 22 39 25
61 3 50 16 53 11 58 8
52 14 63 1 60 6 55 9
13 51 2 64 5 59 10 56
4 62 15 49 12 54 7 57

29 35 18 48 25 39 22 44
20 46 31 33 24 42 27 37
45 19 34 32 41 23 38 28
36 30 47 17 40 26 43 21
61 3 50 16 57 7 54 12
52 14 63 1 56 10 59 5
13 51 2 64 9 55 6 60
4 62 15 49 8 58 11 53

B1 B2

Table 2: New Franklin squares.

From now on, row sum, column sum, or bend diagonal sum, etc. mean that we
are adding the entries of those elements. Based on the descriptions of Benjamin
Franklin, we define Franklin squares as follows (see [2]).

Definition 1 (Franklin Square). Consider an integer, n = 2r such that r > 3.
Let the magic sum be denoted by M and N = n2 + 1. We define an n × n
Franklin square to be a n× n matrix with the following properties:

1. Every integer from the set {1, 2, . . . , n2} occurs exactly once in the square.
Consequently,

M =
n

2
N.

2. All the the half rows, half columns add to one-half the magic sum.
Consequently, all the rows and columns add to the magic sum.

3. All the bend diagonals add to the magic sum, continuously.

4. All the 2×2 sub-squares add to 4M/n = 2N , continuously. Consequently,
all the 4× 4 sub-squares add to 8N , and the four corner numbers with the
four middle numbers add to 4N .

We call permutations of the entries of a Franklin square that preserve the
defining properties of the Franklin squares symmetry operations, and two squares
are called isomorphic if we can get one from the other by applying symmetry
operations. Rotation and reflection are clearly symmetry operations. See [1] for
more symmetry operations like exchanging specific rows or columns. In [1], we
showed that F1 and F2 are not isomorphic to each other.

Constructing Franklin squares are demanding and only a handful such squares
are known to date. We showed how to construct F1, F2, and F3 using methods
from Algebra and Combinatorics in [1]. In the same article, for the first time
since Benjamin Franklin, we constructed new Franklin squares N1, N2, and
N3, given in Table 1. We proved that these squares were not isomorphic to
each other nor to F1 or F2. In other words, these squares were really new.
Those methods being computationally challenging are not suitable for higher
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24 benjamin franklin’s other 8-square

order Franklin squares. Moreover, the constructions used computers and hence
lacked the intrigue of Franklin’s constructions. In [2], we followed Benjamin
Franklin closely, and used elementary techniques to construct a Franklin square
of every order. With these techniques we are able to construct F1 and F3, but
not F2. In Section , we modify the methods in [2] to construct F2. In Section ,
we create new Franklin squares B1 and B2, given in Table 2, but this time using
elementary techniques, in keeping with the true spirit of Benjamin Franklin.

Franklin’s construction of his other 8-square

In this section, we show how to construct the Franklin square F2.
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Figure 2: Construction of the left half of the Franklin square F1.
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Figure 3: Construction of the right half of the Franklin square F1.
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We present a quick recap of our construction of F1 in [2]. Note that N = 65
throughout this article. The 8× 8 square was divided in to two halves: the left
half consisting of first four columns and the right half consisting of the last four
columns. The left half is constructed by first placing the numbers 1, 2, . . . , 16 in
a specific pattern as shown in Figure 2. Then, the number N− i is placed in the
same row that contains i, where i = 1, . . . , 16, such that i and N − i are always
equidistant from the middle of the left half. See Figure 2. Similarly, the second
half is constructed by first placing numbers 17, 18, . . . , 32 in a specific pattern.
Finally, the numbers N − i is placed in the same row that contains i, where
i = 17, . . . , 32, such that i and N − i are always equidistant from the middle
of the right half. This procedure is explained in Figure 3. The algorithm for
generating the pattern of 1, 2, . . . , 32 in F1 is given in [2]. We also generalized
this procedure to construct a Franklin square for any given order in [2]. From
now on, throughout the article, when we say pattern of a square, we mean the
pattern of the numbers 1, 2, . . . , 32 in the square.

20
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Figure 4: Construction of Franklin square S.

In our search for new Franklin squares, it is natural to swap rows for columns in
the above method. Thus, we divide the 8× 8 square in to two halves : the top
half consisting of the first four rows and the bottom half consisting of the last
four rows. We place the numbers 1, . . . , 16 in the bottom half, and the numbers
17, . . . , 32 in the top half in the pattern shown in Figure 4. This time we place
the numbers N − i in the same columns as i, equidistant from the middle of
each part. The Franklin square S we get from this procedure is isomorphic
to F1: check that we can derive this square from F1 by rotating it and then
reflecting it. The square S is not interesting because it is essentially the same
as F1. But the pattern of entering the numbers 1, 2, . . . , 32 in S is algorithmic
since it is just a row version of the pattern of F1. That is, instead of filling two
columns at a time, we fill two rows at a time. We modify the pattern of S to
get a pattern for F2. After that, we place N − i in the same column as i, for
i = 1, . . . , 32, equidistant from the center of each half, as usual. See Figure 5
for the construction of F2.
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N−31

3

4

6

7

8

9

1115

16

1

2

5 10

12

13

14

17

18

19

20

21

22

23

24

25

26

27

28

29

30

31

32

1

16

2

15N−16

N−1

N−15

N−3 4

N−14

14

3

13

N−13

N−12

5

11

N−6 10

7

8

9

N−11

N−7

N−9

N−812N−4

17 N−18 30 N−29 21 N−22 26 N−25

32

31

N−20

N−32 N−19 N−28

N−17 18 29 N−21 22 N−26

19 28 N−27 23 N−24

20 27 N−23 24

N−30 25

N−5 6 N−10

N−2

Figure 5: Constructing Franklin square F2.

The construction of F2 involved moving columns of in the 1, . . . , 32 pattern of
the square S and then switching elements along the diagonals. This pattern is
not easily generalized to higher orders. But in the next Section, we modify the
patterns of known squares to create new squares.

Constructing new Franklin squares

In this section we construct the new Franklin squares B1 and B2 (see Table 2).
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Figure 6: The patterns of Franklin squares N1, N2, and N3.

To begin with, we look at the patterns of the numbers 1, 2, . . . , 32 appearing in
the Franklin squares N1, N2, and N3. These are shown in Figure 6. We found
that even in these squares that were constructed using Hilbert bases (see [1]),
the strategy of finding the pattern of the Franklin square, and then placing i
and N − i in the same row or column, as the case may be, equidistant from the
center of relevant half of the square, worked. Observe that the patterns of N1
and N2 are derived by modifying the pattern of F2. So in their constructions,
we will place i and N − i in the same columns. On the other hand, since, N3
is a permutation of the pattern of F1, we place i and N − i in the same rows
while constructing N3. Benjamin Franklin’s patterns always restrict the entries
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1, 2, . . . , 16 to one half of the square. Observe that N2 is the only square with
this property.

Guided by these observations, we modified the pattern of F2 to build the new
Franklin squares B1 and B2. See Figure 7 for the patterns of B1 and B2. Since
the patterns were derived from F2, to construct them, we will place i and N − i
in the same columns. B1 and B2 are not isomorphic to each other or any other
known squares because the columns were made different by construction.
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Figure 7: The patterns of the Franklin squares B1 and B2.

Clearly, there are more Franklin squares. To find them, we need to find more
patterns that will yield a Franklin square. So it is time to ask again “How many
squares are there Mr. Franklin?”
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Abstract: By using two different invariants for the Rubik’s Magic puzzle,
one of metric type, the other of topological type, we can dramatically reduce
the universe of constructible configurations of the puzzle. Finding the set of
actually constructible shapes remains however a challenging task, that we tackle
by first reducing the target shapes to specific configurations: the octominoid 3D
shapes, with all tiles parallel to one coordinate plane; and the planar “face-up”
shapes, with all tiles (considered of infinitesimal width) lying in a common plane
and without superposed consecutive tiles. There are still plenty of interesting
configurations that do not belong to either of these two collections. The set
of constructible configurations (those that can be obtained by manipulation of
the undecorated puzzle from the starting situation) is a subset of the set of
configurations with vanishing invariants. We were able to actually construct all
octominoid shapes with vanishing invariants and most of the planar “face-up”
configurations. Particularly important is the topological invariant, of which we
recently found mention in [7] by Tom Verhoeff.

Keywords: Rubik’s Magic puzzle, octominoid 3D shapes, topological invariants.

Introduction

The Rubik’s Magic is another creation of Ernő Rubik, the brilliant hungarian
inventor of the ubiquitous “cube” that is named after him. The Rubik’s Magic
puzzle is much less known and not very widespread today, however it is a really
surprising object that hides aspects which makes it quite an interesting subject
for a mathematical analysis on more than one level.

We investigate here two different invariants that can be used to prove the
unreachability of many spatial configurations of the puzzle, one of these
invariants, of topological type, is to our knowledge never been extensively studied
before, although it is presumably the same mentioned in [7], and allows to

Recreational Mathematics Magazine, Number 7, pp. 29–64
DOI 10.1515/rmm–2017–0003



30 exploring the “rubik’s magic” universe

significantly reduce the number of theoretically constructible shapes. However
even in the special case of planar “face-up” configurations (see Section 8) we
don’t know whether the combination of the two invariants, together with basic
constraints coming from the mechanics of the puzzle, is complete, i.e. if it
characterizes the set of constructible configurations. Indeed there are still a few
planar face-up configurations having both vanishing invariants, but that we are
not able to construct. In this sense this Rubik’s invention remains an interesting
subject of mathematical analysis.

In Section 2 we describe the puzzle and discuss its mechanics, the local constraints
are discussed in Section 3. The addition of a ribbon (Section 4) allows to
introduce the two invariants, the metric and the topological invariants, described
respectively in Sections 5 and 6.

The set of octominoid shapes (all tiles are parallel to a coordinate plane and
no two of them are superposed) is described in Section 7. There are a total of
460 distinct octominoid configurations of the undecorated puzzle with vanishing
invariants and all of them are actually constructible with the real puzzle [4, 3D
octominoids] meaning that within this special class of shapes the two invariants
are complete.

The special “face-up” planar configurations are defined in Section 8 and their
invariants computed in Section 9. There are a total of 25 configurations with
vanishing invariants, all of which we were able to actually construct [4, planar
face-up configurations] with only 5 exceptions (Section 10). The two basic
configurations of Figures 1 and 2 are contained in both octominoid and planar
face-up classes, for a total of 485 configurations. Of course there are still many
configurations that are not contained in either of the two classes (actually there
are infinitely many of them), making the exploration of the Rubik’s Magic
universe far from complete.

We conclude the paper with a brief description of the software codes used to
help in the analysis of the octominoid and of the planar face-up configurations
(Section 11).

The puzzle

The Rubik’s Magic puzzle (see Figure 1 left) consists of 8 decorated square tiles
positioned to form a 2× 4 rectangle.

They are ingeniously connected to each other by means of nylon strings lying
in grooves carved on the tiles and tilted 45 degrees [2].

The tiles are decorated in such a way that on one side of the 2 × 4 original
configuration we can see the picture of three unconnected rings, whereas on
the back side we find non-matching drawings representing parts of rings with
crossings among them.
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T7 T5

T1 T3

T4

T2

T6

T0

Figure 1: The original puzzle in its starting configuration (left). Orientation scheme
for the tiles (right).

Figure 2: The puzzle in its target configuration, the tiles are turned over with respect
to Figure 1.

The declared aim is to manipulate the tiles in order to correctly place the
decorations on the back, which can be done only by changing the global outline
of the eight tiles.

The solved puzzle is shown in Figure 2 with the tiles positioned in a 3×3 square
with a missing corner and overturned with respect to the original configuration
of Figure 1.

Detailed instructions on how the puzzle can be solved and more generally on
how to construct interesting shapes can be copiously found in the internet, we
just point to the Wikipedia entry [1] and to the web page [2]. The booklet [3]
contains a detailed description of the puzzle and illustrated instructions on how
to obtain particular configurations.

The decorations can be used to distinguish a “front” and a “back” face of each
tile and to orient them by suitably chosing an “up” direction.

After dealing with the puzzle for some time it becomes apparent that a few
local constraints are always satisfied. In particular the eight tiles remain always
connected two by two in such a way to form a cyclic sequence. To fix ideas let
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us denote the eight tiles by T0, T1, ..., T7, with T0 the lower-left tile in Figure 1
and the others numbered in counterclockwise order. For example tile T3 is the
one with the Rubik’s signature in its lower-right corner (see Figure 1).

With this numbering tile Ti is always connected through one of its sides to both
tiles Ti+1 and Ti−1. Here and in the rest of this paper we shall always assume the
index i in Ti to be defined “modulo 8”, i.e. that for example T8 is the same as T0.

We shall conventionally orient the tiles such that in the initial configuration of
Figure 1 all tiles are “face up” (i.e. with their front face visible), the 4 lower
tiles (T0 to T3) are “straight” (not upside down), the 4 upper tiles (T4 to T7) are
“upside down” (as a map with the north direction pointing down), see Figure 1
right.

At a more accurate examination it turns out that only half of the grooves are
actually used (those having the nylon threads in them). These allow us to
attach to a correctly oriented tile (face up and straight) a priviledged direction:
direction � (“slash”: North-East to South-West) and direction � (“backslash”:
North-West to South-East). The used groves are shown in Figure 1 right.
From now on we shall disregard completely the unused grooves. In the initial
configuration tiles Ti with even i are all tiles of type �, whereas if i is odd we
have a tile of type �.

The direction of the used grooves in the back of a tile is opposite (read orthogonal)
to the direction of the used grooves of the front face, but beware that when we
revert (turn over) a tile a � groove becomes �, so that the reversed tile remains
of the same type (� or �).

From the point of view of an idealized physical modelling a natural choice would
be to assume that the tiles are made of a rigid material and have infinitesimal
thickness, and that the nylon threads are perfectly flexible but inextensible (and
of infinitesimal thickness). This allows for two or more tiles to be juxtaposed
in space, however in such a case we still need to retain the information about
their relative position (which is above which).

However in this model there are moves that can be performed on the real puzzle
(that entail a small amount of elongation on the nylon wires) but that are not
allowed in the ideal model (see e.g. the two interesting shapes denoted armchair
and hard-to-reach planar shape linked from [4].

For this reason in the real constructions we shall allow for moves that entail a
small amount of deformation of the tiles and elongation of the wires. We shall
not be rigorous about what is allowed and what is not, the rule being that we
shall generally allow for moves that can actually be performed on the real puzzle.

On the contrary the real puzzle has non-infinitesimal tile thickness, which can
lead to configurations that are allright for the idealized physical model but that
are difficult or impossible to achieve (because of the imposed stress on the nylon
threads) with the real puzzle.
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Undecorated puzzle

We are here mainly interested in the study of the shapes in space that can be
obtained, so we shall neglect the decorations on the tiles and only consider the
direction of the grooves containing the nylon threads. In other words we only
mark one diagonal on each face of the tiles, one connecting two opposite vertices
on the front face and the other connecting the remaining two vertices on the
back face.

Now the tiles (marked with these two diagonals) are indistinguishable; distinction
between � and � is only possible after we have “oriented” a tile and in such a
case rotation of 90 degrees or a mirror reflection will exchange � with �.

Definition 1 (orientation). A tile can be oriented by drawing on one of the
two faces an arrow parallel to a side. We have thus eight different possible
orientations. We say that two adjacent tiles are compatibly oriented if their
arrows perfectly fit together (parallel and pointing to the same direction) when
we ideally rotate one tile around the side on which they are hinged to make
it juxtaposed to the other. There is exactly one possible orientation of a tile
that is compatible with the orientation of an adjacent tile. A configuration of
tiles is orientable if it is possible to orient all tiles such that they are pairwise
compatibly oriented. For an orientable configuration we have eight different
choices for a compatible orientation of the tiles.

An example of compatible orientation of a configuration is shown in Figure 1
right, which makes the initial 2 × 4 configuration orientable. Once we have a
compatible orientation for a configuration, we can classify each tile as � or �
according to the relation between the orienting arrow and the marked diagonal:
a tile is of type � if the arrow alignes with the diagonal after a clockwise
rotation of 45 degrees, it is of type � if the arrow alignes with the diagonal
after a counterclockwise rotation of 45 degrees. Two adjacent tiles are always
of opposite type.

Definition 2. A spatial configuration of the puzzle that is not congruent (also
considering the marked diagonals) after a rigid motion with its mirror image will
be called chiral, otherwise it will be called achiral. Note that a configuration
is achiral if and only if it is mirror symmetric with respect to some plane.

The initial 2 × 4 configuration is achiral since it is specularly symmetric with
respect to a plane orthogonal to the tiles.

Definition 3. We say that an orientable spatial configuration of the puzzle
(without decorations) is constructible if it can be obtained from the initial
2× 4 configuration through a sequence of admissible moves of the puzzle.

Once we have identified all the constructible spatial configurations, we also have
all constructible configurations of the decorated puzzle. This is a consequence
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of the fact that all possible 2 × 4 configurations of the decorated puzzle are
completely classified (see for example [2] or [3]).

We note here that all 2×4 configurations of the undecorated puzzle are congruent,
however the presence of the marked diagonal might require a reversal of the
whole configuration upside-down in order to obtain the congruence.

For chiral configurations (those that cannot be superimposed with their specular
images) the following result is useful.

Theorem 1. A spatial configuration of the undecorated puzzle is constructible
if and only if its mirror image is constructible.

Proof. If a configuration is constructible we can reach it by a sequence of moves
of the puzzle starting from the initial 2×4 configuration. However the initial 2×4
configuration is specularly symmetric, hence we can perform the specular version
of that sequence of moves to reach the specular image of the configuration that
we are considering.

Local constraints

We now consider a version of the puzzle where in place of the usual decoration
we draw arrows on the “front” face of the tiles as in Figure 1 right. The linking
mechanism with the nylon threads is such that two consecutive tiles Ti and
Ti+1 are always “hinged” together through one of their sides. In particular, if
we suitably orient Ti with its “front” face visible and “straight”, i.e. with the
arrow visible and pointing up) and we rotate tile Ti+1 such that its center is as
far away as possible from the center of Ti (like an open book), then also Ti+1

will have its arrow visible and

� pointing up if the two tiles are hinged through a vertical side (the right
or left side of Ti);

� pointing down it the two tiles are hinged through a horizontal side (the
top or bottom side of Ti).

The surprising aspect of the puzzle is that when we “close the book”, i.e. we
rotate Ti+1 so that it becomes superimposed with (stacked on or below) Ti, we
than can “reopen the book” with respect to a different hinging side. The new
hinging side is one of the two sides that are orthogonal to the original hinging
side, which one depending on the type of the involved tiles (direction of the
marked diagonals) and can be identified by the rule that the new side is not
separated from the previous one by the “inner” marked diagonals. For example,
if Ti is of type � (hence Ti+1 is of type �) and they are hinged through the
right side of Ti (as T0 and T1 of Figure 1 right) then after closing the tiles by
rotating Ti+1 up around its left side and placing it on top of (stacked above) Ti,
then we can reopen the tiles with respect to the bottom side. On the contrary,
if we rotate down Ti+1, so that it becomes stacked below Ti (and the involved
marked diagonal of Ti is the one on the back face), the new hinging side will be
the upper side.
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We remark that if a configuration does not contain superimposed consecutive
tiles, then the hinging side of any pair of consecutive tiles is uniquely determined.
If the tiles are (compatibly) oriented, than for each tile Ti we have a unique side
(say East, North, West or South, in short E, N , W or S) about which it is
hinged with the preceding tile Ti−1 and a unique side (E, N , W or S) about
which it is hinged with Ti+1. The two sides can be the same.

Definition 4. For a given spatial oriented configuration of the (undecorated)
puzzle without stacked consecutive tiles we say that a tile is

straight if the two hinging sides are opposite;

curving if the two hinging sides are adjacent (but not the same). In this case
we can distinguish between tiles curving left and tiles curving right
with the obvious meaning and taking into account the natural ordering of
the tiles induced by the tile index;

a flap if it is hinged about the same side with both the previous and the following
tile.

Flaps

Flap tiles (those that, following Definition 4, have a single hinging side with the
two adjacent tiles) require a specific analysis. The term “flap” is the same used
in [3] and refers to the similarity with the flaps of an airplane, that can rotate
about a single side.

Given an oriented configuration with a flap Ti, let us fix the attention to the three
consecutive tiles Ti−1, Ti, Ti+1 and ignore all the others. Place the configuration
so that Ti is horizontal, with its front face up and the arrow pointing North,
then rotate Ti−1 and Ti+1 at maximum distance from Ti so that they become
reciprocally superimposed.

Now all three tiles have their front face up and we can distinguish between two
situations:

Definition 5. Tile Ti is an ascending flap if tile Ti−1 is below tile Ti+1; it
is a descending flap in the opposite case. Tile Ti is a horizontal ascending /
descending flap if it is hinged at a vertical side (a side parallel to the arrow
indicating the local orientation of the flap tile), it is a vertical ascending /
descending flap otherwise.

The ribbon trick

In order to introduce the metric and the topological invariants we resort to a
simple expedient: we insert a ribbon in between the tiles that more or less follows
the path of the nylon threads. The ribbon is colored red on one side (front side)
and blue in its back side and is oriented with longitudinal arrows printed along
its length that allows to follow it in the positive or negative direction.
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T0

T1

T2

Figure 3: Ribbon path among the tiles.

Let the tiles have side of length 1, then the ribbon has width that does not exceed√
2
4 (the distance between two nearby grooves), so that it will not interfere with

the nylon threads. We insert the ribbon as shown in Figure 3. More precisely
take the 2× 4 initial configuration of the puzzle and start with tile T2. Position
the ribbon such that it travels diagonally along the front face of T2 as shown in
Figure 3, then wrap the ribbon around the top side of T2 and travel downwards
along the back of T2 to reach the right side. At this point we move from the
back of T2 to the front of T3 (the ribbon now has its blue face up) and continue
downward until we reach the bottom side of T3, wrap the ribbon on the back
and so on.

In general, every time that the ribbon reaches a side of a tile that is not a hinge
side with the following tile, we wrap it around the tile (from the front face to the
back face or from the back face to the front face) as if it “bounces” against the
side. Every time the ribbon reaches a hinging side of a tile with the following
tile it moves to the next tile and crosses from the back (respectively front) side
of one tile to the front (respectively back) side of the other and maintains its
direction.

In all cases the ribbon travels with sections of length δ =
√
2
2 between two

consecutive “touchings” of a side. It can stay adjacent to a given tile during
one, two or three of such δ steps: one or three if the tile is a curving tile
(Definition 4), two if the tile is a straight tile.

After having positioned the ribbon along all tiles, it will close on itself nicely
(in a straight way and with the same orientation) on the starting tile T2, and
we tape it with itself. In this way the total length of the ribbon is 16δ with
an average of 2δ per tile, moreover if we remove the ribbon without cutting it
(by making the tiles “disappear”), we discover that we can deform it in space
into the lateral surface of a large and shallow cylinder with height equal to the
ribbon thickness and circumference 16δ.

Direct inspection also shows that the inserted ribbon does not impact on the
possible puzzle moves, whereas its presence allows us to define the two invariants
of Sections 5 and 6.

We remark a few facts:
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1. The ribbon is oriented: it has arrows on it pointing in the direction in
which we have inserted it, and while traversing the puzzle along the ribbon
the tiles are encountered in the order given by their index.

2. Each time the ribbon “bounces” at the side of a tile (moving from the
front face to the back face or viceversa) its direction changes of 90 degrees
and simultaneously it turns over. This does not happen when the ribbon
moves from one tile to the next, it does not change direction and it does
not turn over.

3. Each δ section of the ribbon connects a horizontal side to a vertical side or
viceversa; consequently the ribbon touches alternatively horizontal sides
and vertical sides.

4. Each time the ribbon touches a lateral side it goes from one side of the
tiles to the other (from the front to the back or from the back to the front).

The above points 3 and 4 prove the following

Proposition 2. Following the orientation of the ribbon, when the ribbon
touches/crosses a vertical side, it “emerges” from the back of the tiles to the
front, whereas when it touches/crosses a horizontal side, it “submerges” from
the front to the back. Here vertical or horizontal refers to the local orientation
assigned to the tiles.

Behaviour of the ribbon at a flap tile.

It is not obvious how the ribbon behaves at a flap tile (such tiles are not present
in the initial 2 × 4 configuration). We can reconstruct the ribbon position by
imagining a movement that transforms a configuration without flaps to another
with one flap.

It turns out that there are two different situations. In one case the ribbon
completely avoids to touch the flap tile Ti and directly goes from Ti−1 to Ti+1,
this happens when in a neighbourhood of the side where the flap tile is hinged
the ribbon is on the front face of the upper tile and on the bottom face of the
lower tile (in the configuration where Ti−1 and Ti+1 are furthest away from Ti,
hence superposed), this situation is illustrated in Figure 4 left. In the other case
the ribbon wraps around Ti with four δ sections alternating between the front
face and the back face, this situation is illustrated in Figure 4 right.

The first of the two cases arises at an ascending flap hinged at a vertical side
(horizontal ascending flap) or at a descending flap hinged at a horizontal side
(vertical descending flap); this is independent of the type � or � of the flap tile.

The second of the two cases arises at a vertical ascending flap or at a horizontal
descending flap.

Metric invariant

Whatever we do to the puzzle (with the ribbon inserted) there is no way to
change the length of the ribbon!
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Figure 4: Position of the ribbon in presence of a “flap” tile. The flap tiles are of type
�, The superposed tiles are all of type �. Left: ascending flap, the ribbon does not
even touch the flap tile. Right: descending flap, the ribbon completely wraps the flap
tile with four sections, two on the upper (front) face and two on the back face.

This allows to regard the length of the ribbon associated to a given spatial
configuration as an invariant, it cannot change under puzzle moves. The
computation of the ribbon length can be carried out by following a few simple
rules, they can also be found in [3].

The best way to proceed is to compute for each tile Ti how many δ sequences of
the ribbon wrap it and subtract the mean value 2. The resulting quantity will
be called ∆i and its value is:

� ∆i = 0 if Ti is a straight tile (Definition 4);

� ∆i = −1 if Ti is of type � and is “curving left”, or if it is of type � and
is “curving right”;

� ∆i = +1 if Ti is of type � and is curving right, or if it is of type � and is
curving left;

� ∆i = −2 if Ti is a horizontal ascending flap (Definition 5) or a vertical
descending flap (see Figure 4 left);

� ∆i = +2 if Ti is a horizontal descending flap or a vertical ascending flap
(see Figure 4 right).

The last two cases (|∆i| = 2) follow from the discussion in Section 4.1.

We call ∆ =
∑7

i=0 ∆i, the sum of all these quantities, then the total length of
the ribbon will be 16δ+ ∆δ and hence ∆ is invariant under allowed movements
of the puzzle. Since in the initial configuration we would have ∆ = 0 it follows
that

Theorem 3. Any constructible configuration of the puzzle necessarily satisfies
∆ = 0.

This invariant can also be found in [3, page 19], though it is not actually justified.

A few configurations (e.g. the 3 × 3 shape without the central square, called
“window shape” in [3]) can be ruled out as non-constructible by computing the
∆ invariant. The “window shape” has a value ∆ = ±4, the sign depending on
how we orient the tiles. It is non-constructible because ∆ 6= 0. Figure 15 (left)
shows a deformed version of this shape.

Another interesting configuration that can be ruled out using this invariant is
sequence (7), to be discussed in Section 9.1.
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Topological invariant

Sticking to the ribbon idea (Section 4) we seek a way to know whether a given
ribbon configuration (with the tiles and nylon threads removed) can be obtained
by deformations in space starting from the configuration where the ribbon is the
lateral surface of a cylinder.

Topologically the ribbon is a surface with a boundary, its boundary consists of
two closed strings.

One thing that we may consider is the center line of the ribbon: it is a single
closed string that can be continuously deformed in space and is not allowed to
cross itself. Mathematically we call this a “knot”, a whole branch of Mathematics
is dedicated to the study of knots, one of the tasks being finding ways to identify
“unknots”, i.e. tangled closed strings that can be “unknotted” to a perfect circle.

This is precisely our situation: the center line of the ribbon must be an unknot,
otherwise the corresponding configuration of the puzzle cannot be constructed.
However we are not aware of puzzle configurations that can be excluded for this
reason.

Another (and more useful) idea consists in considering the two strings forming
the boundary of the ribbon. In Mathematics, a configuration consisting in
possibly more than one closed string is called a “link”. Here we have a
two-components link that in the starting configuration can be deformed into
two unlinked perfect circles.

There is a topological invariant that can be easily computed, the linking number
between two closed strings, that does not change under continuous deformations
of the link (again prohibiting selfintersections of the two strings or intersections
of one string with the other).

In the original configuration of the puzzle, the two strings bordering the ribbon
have linking number zero: it then must be zero for any constructible configuration.

Computing the linking number

In the field of knot theory a knot, or more generally a link, is often represented
by its diagram. It consists of a drawing on a plane corresponding to some
orthogonal projection of the link taken such that the only possible
selfintersections are transversal crossings where two distinct points of the link
project onto the same point. We can always obtain such a generic projection
possibly by changing a little bit the projection direction. We also need to add at
all crossings the information of what strand of the link passes “over” the other.
This is usually done by inserting a small gap in the drawing of the strand that
goes below the other, see Figure 5.

In order to define the linking number between two closed curves we need to
select an orientation (a traveling direction) for the two curves.
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Figure 5: Signature of a crossing for the computation of the linking number.

+ −

Figure 6: The ribbon bounces at the side of a tile.

+ + − −

Figure 7: The ribbon passes over/below itself.

In our case the orientation of the ribbon induces an orientation of the two border
strings by following the same direction. The linking number changes sign if we
revert the orientation of one of the two curves, so that it becomes insensitive
upon the choice of orientation of the ribbon. Once we have an orientation of the
two curves, we can associate a signature to each crossing as shown in Figure 5
and a corresponding weight of value ± 1

2 . Crossings of a component with itself
are ignored in this computation.

The linking number is given by the sum of all these contributions. Since the
number of crossings in between the two curves in the diagram is necessarily
even, it follows that the linking number is an integer and it can be proved that
it does not change under continuous deformations of the link in space. Two far
away rings have linking number zero, two linked rings have linking number ±1.

In our case we shall investigate specifically the case where all tiles are horizontal
and “face-up”, in which case we have two different situations that produce
crossings between the two boundary strings. We shall then write the linking
number as the sum of a “twist” part (Lt) and a “ribbon crossing” part (Lc)

L = Lt + Lc (1)
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where we distinguish the two cases:

1. The ribbon wraps around one side of a tile (Figure 6). This entail one
crossing in the diagram, that we shall call “twist crossing” since it is
actually produced by a twist of the ribbon. A curving tile (as of Definition
4) can contain only zero or two of this type of crossings, and if there are
two, they are necessarily of opposite sign. This means that curving tiles
do not contribute to Lt.

2. The ribbon crosses itself (Figure 7). Consequently there are four crossing
of the two boundary strings, two of them are selfcrossings of one of the
strings and do not count, the other two contribute with the same sign for
a total contribution of ±1 to Lc. The presence of this type of crossings is
generally a consequence of the spatial disposition of the sequence of tiles
and in the specific case of face-up planar configurations (to be considered
in Section 8) there can be crossings of this type when we have superposed
tiles, or in presence of flap tiles, however the computation of Lc must be
carried out case by case.

Contribution of the straight tiles to Lt.

The ribbon “bounces” exactly once at each straight tile (Definition 4), hence it
contributes to Lt with a value δLt = ± 1

2 .

After analyzing the various possibilities we conclude for tile Ti as follows:

� δLt = + 1
2 if Ti is a “vertical” tile (connected to the adjacent tiles through

its horizontal sides) of type �, or if it is a horizontal tile of type �;

� δLt = − 1
2 if Ti is a horizontal tile of type � or a vertical tile of type �.

Contribution of the flap tiles to Lt.

A flap tile can be covered by the ribbon either with four sections (three
“bounces”) of none at all. In this latter case there is still a “bounce” of the
ribbon when it goes from the previous tile to the next (superposed) tile: the
ribbon travels from below the lower tile to above the upper tile or viceversa.
We need to keep track of this extra bounce.

After analysing the possibilities we conclude for tile Ti as follows:

� δLt = + 1
2 if Ti is a vertical flap of type � (connected to the adjacent tile

through a horizontal side), or if it is a horizontal flap of type �;

� δLt = − 1
2 if Ti is a horizontal flap of type � or a vertical flap of type �.
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Linking number of constructible configurations.

Theorem 4. A constructible spatial configuration of the puzzle necessarily
satisfies L = 0.

Proof. The linking number L does not change under legitimate moves of the
puzzle, so that it is sufficient to compute it on the initial configuration of Figure
1. There are no superposed tiles nor flaps, so that the ribbon does not cross
itself, hence Lc = 0. The only contribution to Lt comes from the four straight
tiles, and using the analysis of Section 6.2 it turns out that their contribution
cancel one another so that also Lt = 0 and we conclude the proof.

Examples of configurations with nonzero linking number.

Due to Theorem 4 such configurations of the puzzle cannot be constructed.

Figure 8: This configuration is not constructible because it has linking number L 6= 0.

One such configuration is shown in Figure 8 and would realize the maximal
possible diameter for a configuration. The metric invariant of Section 5 is ∆ = 0
so that it is not enough to exclude this configuration, however we shall show that
in this case L 6= 0 and conclude that we have a nonconstructible configuration.
It will be studied in Section 9.

Another interesting configuration that can be excluded with the topological
invariant and not with the metric one is a “figure eight” corresponding to the
sequence (6) of Section 9. Figure 15 (right) show a 3D configuration that cannot
be constructed because L 6= 0.

Octominoid configurations

A class of special configurations that can be studied using the two invariants
introduced in Sections 5 and 6 consists of the so-called octominoid configurations.
These correspond to positions of the eight tiles to form a 3D shape with all tiles
parallel to one of the coordinate planes and no pair of superposed tiles. The
term octominoid was introduced by Jürgen Köller in [2] and is suggested by
the term polyominoes to denote planar shapes made of some fixed number of
adjacent unit squares joined by their sides.

The total number of distinct octominoids is the large number 207265, most of
which can be immediately excluded as possible configurations of the Rubik’s
Magic because the eight squares cannot be cyclically connected by their sides;
then a further reduction is obtained by enforcing the local constraints of Section
3.
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The correct way of counting the set of feasible shapes (configurations of the
undecorated puzzle that satisfy the local constraints) must take into account
the cyclical ordering of the tiles together with the direction of their marked
diagonals. It is thus possible to obtain the same 3D octominoid shape with
different puzzle configurations: they come often in pairs, one configuration
obtained from the other by reverting the direction of the diagonals, but there
can be more than two configurations, or just one.

The total number of configurations in the shape of an octominoid that satisfy the
local constraints turns out to be 1291 realizing a total of 582 different octominoid
shapes.

These numbers are obtained by using a software code that can be downloaded
from [4] and that will be briefly described in Section 11.1.

Any given octominoid configuration can be described by constructing the
so-called magic code. It consists of a sequence of characters (like RRmRRmRUmDUm)
with eight capital letters taken from the set RLUD (standing for right, left, up,
down) optionally followed by the lower letter m (mountain fold) or v (valley fold).

They encode the relative adjacency information of each of the eight tiles with
the next one. The first tile (say T0) is oriented by drawing an arrow on one
of its faces (front) parallel to a side. The selected orientation for T0 must be
such that the nylon strings cross the front face in the direction south-west to
north-east (� direction).

The first capital letter indicates which one of the four sides of T0 is connected to
T1 (the subsequent tile), the presence of the lowercase m or v indicates that T0
and T1 form a 90 degrees angle either with a mountain fold (letter m) or with a
valley fold with respect to the front face of T0. Otherwise T1 is coplanar with T0.

The orientation of T1 is compatible with the selected orientation of T0 (as defined
in Definition 1), i.e. the drawn arrow on T1 (in case of coplanarity) is exactly
the mirror image of the arrow on T0 with respect to the hinging side (the side
of T0 adjacent to T1). As a simple example the starting 2 × 4 configuration of
the puzzle can be encoded as RRRURRRU where it should be noted that the four
tiles in the top row have downward arrows.

Since we are interested in configurations of the undecorated puzzle, many distinct
magic codes describe the same configuration based on which tile we select as
T0, how we orient it (such that T0 becomes a � tile) and in which direction
we traverse the circular chain of eight tiles. The corresponding magic codes are
all considered equivalent. A canonical magic code is then selected by taking all
the disting equivalent magic codes and selecting the first one with respect to a
suitable lexicographic ordering.

The lexicographic comparison is defined such that the four directions are ordered
as R < U < L < D, and if the direction is the same, no fold is less than mountain
fold which is less than a valley fold.
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The mirror image of a constructible configuration can also be constructed by
using the mirror images of the sequence of construction moves starting from the
original 2 × 4 configuration, so that we also include all the magic codes of the
mirror images in the same equivalence class.

box 1x2x2+8 #10 box 1x1x4+6 #1 box 1x2x3+5 #8

Figure 9: Examples of octominoid configurations. The label indicates the size of the
smallest bounding box followed by +k where k is the number of tiles that lie completely
in the boundary of the bounding box. Finally #n is the sequential number in the table
of the octominoid shapes in [4, 3D octominoid shapes].

Figure 9 shows three examples of octominoid configurations, the shape on the
left is encoded by the magic code RRmULmLLmURm, obtained by selecting as T0
the lower-left front tile, oriented with an upward arrow in the visible face and
traversing the configuration counterclockwise. Then tile T1 is hinged at the right
side of T0 (hence the first R character in the magic code) and is coplanar with
T0 (no m or v character following the first R. Tile T2 is also hinged at the right
side of T1 and tilted 90 degrees with a mountain fold (Rm). Tile T3 is hinged
at the upper side of T2, note that the orientation of T3 is consequently oriented
with a downward arrow.

We have a number of equivalent magic codes by changing the choice and
orientation of the starting tile, however the one coming first in the lexicographic
ordering (the canonical magic code) is the string described above.

Similarly, the canonical magic code of the second image of Figure 9 is given
by RRRLmDvUDvLm, obtained by selecting as T0 the leftmost tile. The third
configuration of the figure is finally encoded by RUUmLDvUvDmD by suitably
chosing and orienting the tile T0.
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Figure 10: All 265 octominoid shapes with vanishing invariants. Syntetic images
obtained with PovRay.

In the special class of octominoids, we were able to automate the computation
of both the metric and the topological invariants of the configuration having
a given magic code, thus allowing to quickly rule out all configurations with
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nonzero invariants. Enforcing zero metric invariant reduces the configurations
from 1291 down to 737, then enforcing also the vanishing of the linking number
further reduces the number of configurations to 460 (265 distinct octominoid
shapes).

These are all listed in [4, 3D octominoids], ordered according to the dimension
of the smallest bounding box. Surprisingly, all of them could be actually
constructed with the real puzzle, and building istructions are available in [4,
3D octominoids]. A few of such shapes are not present in the comprehensive
table of symmetric 3D shapes in [2] and might be possibly obtained by us for
the first time.

Figure 10 shows all 265 such shapes in one shot. The images where obtained
synthetically using the ray-tracing software PovRay, in conjunction with the
output of our software code to obtain the list of admissible magic codes.

Planar face-up configurations

We shall apply the results of the previous sections to a particular choice of
spatial configurations, we shall restrict to planar configurations (all tiles parallel
to the horizontal plane) with non-overlapping consecutive tiles. Superposed
nonconsecutive tiles are allowed.

They can be obtained starting from strings of cardinal directions in the following
way.

The infinite string s : Z→ {E,N,W, S} is a typographical sequence with index
taking values in the integers Z where the four symbols stand for the four cardinal
directions East, North, West, South. On s we require

1. Periodicity of period 8: sn+8 = sn for any n ∈ Z;

2. Zero mean value: in any subsequence of 8 consecutive characters (for
example in {s0, . . . , s7}) there is an equal number of characters N as of
characters S and of characters E as of characters W .

An admissible sequence is one that satisfies the two above requirements.

Periodicity allows us to describe an admissible sequence by listing 8 consecutive
symbols, for definiteness and simplicity we shall then describe an admissible
sequence just by listing the symbols s1 to s8.

The character si of the string indicates the relative position between the two
consecutive tiles Ti−1 and Ti, that are horizontal and face-up.

The first tile T0 can be of type � or type �, all the others Ti are of the same type
as T0 if i is even, of the opposite type if i is odd. The local constraints allows to
recover a spatial configuration of the puzzle from an admissible sequence with
two caveats:
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1. For at least one of the tiles, say T0, it is necessary to specify if it is of
type � or �. We can add this information by inserting the symbol � or
� between two consecutive symbols, usually before s1;

2. In case of superposed tiles (same physical position) it is necessary to clarify
their relative position (which is above which). We can add this information
by inserting a positive natural number between two consecutive symbols
that indicates the “height” of the corresponding tile. In the real puzzle
the tiles are not of zero width, so that their height in space cannot be the
same. In case of necessity we shall insert such numbers as an index of the
symbol at the left.

Remark 1 (Configurations that can be assembled). Given an admissible sequence
it is possible to compute the number of superposed tiles at any given position.
An assemblage of a sequence entails a choice of the height of each of the
superposed tiles (if there is more than one). We do this by adding an index
between two consecutive symbols. However for this assemblage to correspond
to a possible puzzle configuration we need to require a condition. We hence say
that an assemblage is admissible if whenever tile Ti is superposed to tile Tj ,
i 6= j, and also Ti±1 is superposed to Tj+1, then the relative position of the
tiles in the two pairs cannot be exchanged. This means that if Ti is at a higher
height than Tj , then Ti±1 cannot be at a lower height than Tj+1. It is possible
that a given admissible sequence does not allow for any admissible assemblage
or that it can allow for more than one admissible assemblage.

Observe that the mirror image of an oriented spatial configuration of the
undecorated puzzle entails a change of type, � tiles become of type � and
viceversa. If the mirror is horizontal the reflected image is a different assemblage
of the same admissible sequence with all tiles of changed type and an inverted
relative position of the superposed tiles.

On the set of admissible sequences we introduce an equivalence relation defined
by s ≡ t if one of the following properties (or a combination of them) holds:

1. (cyclicity) The two sequences coincide up to a translation of the index:
sn = tn+k for all n and some k ∈ Z;

2. (order reversal) sn = tk−n for all n and some k ∈ Z;

3. (rotation) s can be obtained from t after substituting E → N , N → W ,
W → S, S → E;

4. (reflection) s can be obtained from t after substituting E →W e W → E.

Let us denote by S the set of equivalence classes.

We developed a software code capable of finding a canonical representative of
each of these equivalence classes, they are 71 (cardinality of S). In Table 1
we summarize important properties of these canonical sequences, subdivided
with respect to the number of flap tiles. It is worth noting that some of the
71 sequences admit more than one nonequivalent admissible assemblages in
space due to the arbitrariness in choosing the type of tile T0 and the ordering
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of the superposed tiles. A few of the 71 admissible sequences do not admin
any admissible assemblage, one of these is the only sequence with 8 flaps:
EWEWEWEW . Since the constructability of a spatial configuration is invariant
under specular reflection (which entails a change of type of all tiles) we can fix
the type of tile T0, possibly reverting the order of the superposed tiles.

The canonical representative of an equivalence class in S is selected by introducing
a lexicographic ordering in the finite sequence s1, . . . , s8 where the ordering of
the four cardinal directions is fixed as E < N < W < S. Then the canonical
representative is the smallest element of the class with respect to this ordering.

The source of the software code can be downloaded from the web page [4].

Table 1: Sequences in S.

number number of number of ∆ = 0 ∆ = L = 0 not
of flaps sequences assembl. assembl. assembl. classified
none 7 6 4 2 -

1 7 14 7 3 -
2 22 44 20 13 3
3 10 50 15 5 2
4 18 38 11 2 -
5 2 12 1 - -
6 4 4 1 - -
8 1 0 - - -

total 71 168 59 25 5

In Table 2 the sequences with two and four flaps are subdivided based on the
distribution of the flaps in the sequence.

Theorem 5. All planar face-up configurations have zero “twist” contribution to
the topological invariant: Lt = 0. Consequently we have L = Lc and to compute
the linking number it is sufficient to compute the contributions coming from the
crossing of the ribbon with itself. Any planar face-up configuration with an odd
number of selfintersectons of the ribbon with itself has L 6= 0.

Proof. 1 We denote with k1, . . . , ks the number of symbols in contiguous
subsequence of E, W (horizontal portions) or of N , S (vertical portions). Each
portion of ki symbols contains ki − 1 straight tiles or flaps, all “horizontal” or
“vertical”, hence each tile contributes to Lt with alternating sign due to the
fact that the tiles are alternatively of type � and �. If ki − 1 is even, then
the contribution of this portion is zero, while if it is odd it will be equal to the
contribution of the first straight or flap tile of the portion. It is not restrictive
to assume that the first portion of k1 symbols is horizontal and the last (of ks
symbols) is vertical. In this way if i is odd, then ki is the number of symbols in
a horizontal portion whereas if i is even, then ki is the number of symbols in a
vertical portion. Up to a change of sign of Lt we can also assume that the first

1This proof is due to Giovanni Paolini, Scuola Normale Superiore of Pisa.
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tile is of type �. Finally we observe that ki > 0 for all i. Twice the contribution
to Lt of the i-th portion is given by

(−1)i−1(−1)k1+k2+...+ki−1(1 + (−1)ki) (2)

where the last factor in parentheses is zero if ki is odd and is 2 if ki is even;
the sign changes on vertical portions with respect to horizontal portions (factor
(−1)i−1) and changes when the type (� or �) of the first straight or flap til
of the portion changes (factor (−1)k1+k2+...+ki−1). Summing up 2 on i and
expanding we have

2Lt =
s∑

i=1

(−1)i−1(−1)k1+k2+...+ki−1 +
s∑

i=1

(−1)i−1(−1)k1+k2+...+ki−1(−1)ki

= −
s∑

i=1

(−1)i(−1)k1+k2+...+ki−1 +
s∑

i=1

(−1)i+1(−1)k1+k2+...+ki

= −
s∑

i=1

(−1)i(−1)k1+k2+...+ki−1 +
s+1∑

i=2

(−1)i(−1)k1+k2+...+ki−1

= 1 + (−1)s+1(−1)k1+k2+...+ks = 0

because s is even and k1 + · · ·+ ks = 8, even.

Configurations with vanishing invariants

We shall identify admissible assemblages whenever they correspond to equivalent
puzzle configurations, where we also allow for specular images. In particular this
allows us to assume the first tile to be of type �.

Assemblages corresponding to non-equivalent sequences cannot be equivalent,
on the contrary there can exist equivalent assemblages of the same sequence and
this typically happens for symmetric sequences.

The two invariants can change sign on equivalent sequences or equivalent
assemblages, this is not a problem since we are interested in whether the
invariants are zero or nonzero. In any case the computations are always performed
on the canonical representative.

The contribution ∆c of ∆ = ∆c + ∆f (coming from the curving tiles) can be
computed on the sequence (it does not depend on the assemblage). On the
contrary the contribution ∆f coming from the flap tiles depends on the actual
assemblage.

With the aid of the software code we can partially analyze each canonical
admissible sequence and each of the possible admissible assemblages of a
sequence. In particular the software is able to compute the metric invariant of
an assemblage, so that we are left with the analysis of the topological invariant,
and we shall perform such analysis only on assemblages having ∆ = 0, since our
aim is to identify as best as we can the set of constructible configurations.
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Sequences with no flaps

There are seven such sequences, three of them do not have any superposed tiles,
so that they cover a region of the plane corresponding to 8 tiles (configurations
of area 8). For these three sequences we only have one possible assemblage
(having fixed the type � of tile T0).

The sequence
EEENWWWS (3)

corresponds to the initial configuration 2× 4 of the puzzle. The sequence

EENNWWSS (4)

corresponds to the “window shape”, a 3×3 square without the central tile. The
sequence

EENNWSWS (5)

corresponds to the target configuration of the puzzle (Figure 2). Two sequences
cover 7 squares of the plane (area 7), the sequence

EENWSSWN (6)

and the sequence
ENENWSWS. (7)

A sequence without flaps and area 6 (two pairs of superposed tiles) is

ENESWNWS. (8)

The last possible sequence (with area 4) would be

ENWSENWS, (9)

this however cannot be assembled in space since it consists of a closed circuit of
4 tiles traveled twice (see Remark 1).

The metric invariant is nonzero (hence the corresponding assemblage is not
constructible) for the two sequences (4) and (7), the topological invariant L
further reduces the number of possibly constructible configuration by excluding
also the two sequences (6) e (8).

The remaining two configurations, corresponding to sequences (3) ed (5), are
actually constructible (Figures 1 and 2).

Sequences with one flap

We find seven (nonequivalent) sequences with exactly one flap. Three of these
have area 7:

EENNWSSW (10)

EENWNSWS (11)

EEENWWSW (12)
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and four have area 6:

EENWSWSN (13)

EENWSWNS (14)

EENWSNWS (15)

EEENWSWW. (16)

In all cases it turns out that there are two nonequivalent assemblages of each
of these sequences according to the flap tile being ascending or descending, and
they have necessarily a different value of ∆, so that at most one (it turns out
exactly one) has ∆ = 0. We shall restrict the analysis of the topological invariant
to those having ∆ = 0.

The two sequences (10) and (12) have ∆ = 0 if the (horizontal) flap tile is
descending (Figure 4 right). The linking number reduces to L = Lc (Theorem
5). Since in both cases we have exactly one crossing of the ribbon with itself we
conclude that L 6= 0 and the sequences are not constructible.

To have ∆ = 0 the vertical flap of the sequence (11) must be descending. Then
there is one crossing of the ribbon with itself, so that L 6= 0 and the configuration
is not constructible.

Sequences (13) and (14) have ∆ = 0 provided their flap is ascending. We have
now two crossings of the ribbon with itself and they turn out to have opposite
sign in their contribution to Lc, so that L = 0 and the two sequences “might”
be constructible.

Sequences (15) and (16) have ∆ = 0 provided their flap is ascending. Sequence
(15) is then not constructible because there is exactly one selfcrossing of
the ribbon so that L = Lc 6= 0. On the contrary, sequence (16) exhibits two
selfcrossings with opposite sign and L = Lc = 0.

In conclusion of the 7 different sequences with one flap, four are necessarily non
constructible because the topological invariant is non-zero, the remaining three
sequences: (13), (14), (16) are actually constructible (refer to [4, planar face-up]
for building instructions: first, second and third image of section “One flap”),
see also Figure 11, first three images.

The two sequences with two adjacent flaps

Adjacency of the two flaps entails that both are ascending or both descending
(Remark 1) and also they are both horizontal or both vertical since they are
hinged to each other so that they contribute to the metric invariant ∆f = ±4
whereas ∆c = 0. Hence the metric invariant is nonzero and the two sequences
are non-constructible.
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The five sequences with two flaps separated by one tile

Sequence EENWSEWW

∆ = 0 implies that the two (horizontal) flaps are one ascending and one
descending. There are two non-equivalent admissible assemblages satisfying
∆ = 0, computation of the topological invariant gives L = Lc = ±4 for one
of the two assemblages whereas the other has L = Lc = 0 and is actually
constructible (Figure 12, second image):

� E3E2NWS2E1W1W. (17)

For building instructions, see [4, planar face-up], second image of section “Two
flaps, area 5”.

Sequence ENEWSNWS

∆ = 0 implies that both flaps (one is horizontal and one vertical) are ascending
or both descending. The two corresponding distinct admissible assemblages
have both L = Lc = 0. The two assemblages are:

� E2N3EW2S2N3WS and � E1N1EW2S2N3WS. (18)

They are both constructible (Figure 12, third and first image respectively). For
building instructions: [4, planar face-up], third and first image of section “Two
flaps, area 5”.

Sequence ENEWNSWS

We can fix the first tile T0 to be of type �, then ∆c = 4 and ∆ = 0 implies that
the first flap (horizontal) is ascending and the second (vertical) is descending.
Computation of the topological invariant gives L = Lc = 0 and we have another
unclassified sequence:

�EN1EW3NS2WS.

The two lowest superposed tiles can be exchanged, however the resulting
assemblage is equivalent due to the reflection symmetry of the sequence of
symbols.

Sequence ENWESNWS

Imposing ∆ = 0 the two flaps (one is horizontal and one is vertical) must be both
ascending or both descending. In both cases we compute L = Lc = 0. Actually
the two assemblages are equivalent by taking advantage of the symmetry of the
sequence, one of these is

� E1N1W1E2S2N3W2S (19)

and is constructible (Figure 12, fourth image); building instructions in [4, planar
face-up], image in section “Two flaps, area 4”.
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Sequence EENWSSNW

Imposing ∆ = 0 the two flaps (one horizontal and one vertical) must be both
ascending or both descending. In both cases we compute L = Lc = 0. The two
assemblages are equivalent as in the previous case, one of these (Figure 11, 8-th
image) is

� E1ENWS3SN2W (20)

and building instructions can be found in [4, planar face-up], fifth image of
section “Two flaps, area 6.

The three sequences with two flaps separated by two tiles

All three admissible sequences with two flaps at distance 3 (separated by two
tiles) have ∆c = 0. Two of these sequences have both horizontal or both vertical
flaps, so that ∆ = 0 entails that one flap is ascending and one is descending.
The third sequence has an horizontal flap and a vertical flap so that ∆ = 0
entails that both flaps are ascending or both descending. In all cases we have
two selfcrossings of the ribbon with opposite sign, hence L = Lc = 0 and might
be constructible. Each of the three sequences admit two distinct assemblages
both with ∆ = L = 0:

�E2E2EW1NWS1W , � E1E1EW2NWS2W (21)

�E2ENW1NS2S1W , � E1ENW2NS1S2W (22)

�E2ENW2WE1S1W , � E1ENW1WE2S2W (23)

The first two and the last two are actually constructible (Figure 11, 4-th, 5-th,
6-th and 7-th image respectively); building instructions in [4, planar face-up],
images 1 to 4 of section “Two flaps, area 6”. The first of the second row is
also constructible (Figure 11, 9-th image) although with a considerable amount
of strain on the nylon wires. Building instructions in [4, planar face-up], 6-th
image of section “Two flaps, area 6”.

The twelve sequences with two flaps in antipodal position

Table 2: Sequences with two flaps (left) and four flaps (right) subdivided based on
the relative position of the flaps.

sequences distribution
with 2 flaps of flaps

2 ffxxxxxx
5 fxfxxxxx
3 fxxfxxxx
12 fxxxfxxx

sequences dist. of flaps
1 ffffxxxx
5 fffxxfxx
1 ffxffxxx
4 ffxfxxfx
1 ffxxffxx
6 fxfxfxfx

Of the 12 sequences with two flaps in opposite (antipodal) position we first
analyze those (they are 10) in which the tiles follow the same path from one
flap to the other and back. One of these is shown in Figure 8. All have ∆c = 0
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Figure 11: The three constructible configurations with one flap and those with two
flaps and area 6. For building instructions we refer to [4], click on “planar face-up”.

so that the contribution of the two flaps must have opposite sign in order to have
∆ = 0. If one flap is horizontal and the other vertical, then they must be both
ascending or both descending and we have no possible admissible assemblage
(Remark 1). We are then left with those sequences having both horizontal or
both vertical flaps, one ascending and one descending. In this situation we find
that the ribbon has 3 selfcrossings, so that necessarily L = Lc 6= 0 and these
sequences are also not constructible.

We remain with the two sequences EENEWWSW and EENNSWSW that
both have a contribution ∆c = −4 (fixing T0 of type �), so that the two flaps
must contribute with a positive sign to the metric invariant. The first sequence
has both horizontal flaps, and they must be both descending, this is now possible
thanks to the different path between the two flaps. The second sequence has
one horizontal and one vertical flap, so that the first must be ascending and the
second descending. There are exactly two selfcrossings of the ribbon in both
cases, however they have the same sign in the first case implying L = Lc 6= 0,
hence non constructible. They have opposite sign in the second case and we
have both zero invariants. In conclusion the only one of the 12 sequences that
might be constructible is

� E1EN1NS2WS2W. (24)
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Figure 12: Constructible configurations with two flaps, area 5 and 4 and
configurations with three and four flaps. For building instructions we refer to [4],
click on “planar face-up”.

Sequences with three flaps

Of the 10 admissible sequences with three flaps there is only one with all adjacent
flaps, having ∆c = ±2. The three flaps being consecutive are all horizontal or
all vertical and all ascending or all descending, with a total of ∆f = ±6 and the
metric invariant cannot be zero.

Four sequences have two adjacent flaps, and in all cases ∆c = ±2. Imposing
∆ = 0 allows to identify a unique assemblage for each sequence (with one
exception). In all cases a direct check allows to compute L = Lc = 0. These
sequences are:

�E3E2W1,2E1NWS2,1W , � E3ENW1S1N2S2W (25)

�E2EN2W2E1W1S1W , � E2E1N1S2N2WS1W. (26)

The last two are actually constructible (Figure 12, 5-th and 6-th images),
building instructions in [4, planar face-up], first and second images of section
“Three flaps”. One of the two assemblages of the left sequence in (25) can be
actually constructed (Figure 12, 7-th image), building instructions in [4, planar
face-up], third image of section “Three flaps”. If the puzzle had sufficiently
deformable nylon threads and tiles we could conceivably deform the first
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assemblage into the second. We do not know at present if the right sequence in
(25) is constructible (unclassified).

The five remaining sequences all have ∆c = ±2. Imposing ∆ = 0 leaves us
with 10 different assemblages: the sequence with all three horizontal flaps has
three different assemblages with ∆ = 0, three of the remaining four sequences
(with two flaps in one direction and the third in the other direction) have two
assemblages each, the remaining sequence has only one assemblage with ∆ = 0.
In all cases a direct check quantifies in 3 or 5 (in any case an odd value) the
number of selfcrossings of the ribbon, so that L = Lc 6= 0. None of these
sequences is then constructible.

Sequences with four flaps

There are 18 such sequences. Six of these have a series of at least three
consecutive flaps and a contribution ∆c = 0. They are not constructible because
the consecutive flaps all contribute with the same sign to ∆f .
The sequences ENWEWSNS and ENWEWSEW have ∆c = 0 and two pairs
of adjacent flaps oriented in different directions in the first case and in the same
direction in the second case. To have ∆ = 0 they must contribute with opposite
sign and hence must be all ascending or all descending in the first case whereas
in the second case one pair of flaps must be ascending and one descending.
Thanks to the symmetry of the sequences the two possible assemblages of each
are actually equivalent. The linking number turns out to be L = 0 and we have
two possibly constructible configurations:

� EN1W1E2W2S1N3S2 and � E1N1W1E2W2S2E2W1. (27)

Both turn out to be constructible (Figure 12, 8-th and 9-th images), building
instructions in [4, planar face-up], images of section “Four flaps”.

There are four sequences with a single pair of adjacent flaps, the other two being
isolated, all with ∆c = 0. The two isolated flaps must contribute to the metric
invariant with the same sign, opposite to the contribution that comes from the
two adjacent flaps. In three of the four cases the two isolated flaps have the
same direction and hence both must be ascending or both descending. It turns
out that there is no admissible assemblage with such characteristics. The pair
of adjacent flaps of the remaining sequence (EENSWEWW ) are horizontal. If
they are ascending the remaining horizontal flap must be descending whereas
the vertical flap must be ascending (to have ∆ = 0). This situation (or the one
with a descending pair of adjacent flaps) is assemblable and we can compute the
linking number, which turns out to be L = Lc = ±2. Even this configuration is
not constructible.

The remaining six sequences (flaps alternating with non-flap tiles) all have the
non-flap tiles superposed to each other. An involved reasoning, or the use of the
software code, allows to show that for two of this six sequences, having area 3,
namely EEWWEEWW and ENSWENSW , there is no possible admissible
assemblage with ∆ = 0.
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Sequence ENSEWNSW

This sequence has area 4, with two of the four flaps superposed to each other.
Using the software code we find two different assemblages having ∆ = 0.

Computation of the linking number leads in both cases to
L = Lc = ±2, hence this sequence is not constructible.

Sequence EEWNSEWW

This sequence has also area 4, with two of the four flaps superposed to each
other. Using the software code we find only one assemblages having ∆ = 0.

Computation of the linking number leads in to L = Lc = ±2, hence this sequence
is also not constructible.

Sequence EEWNSSNW

This sequence has area 5 with no superposed flaps and contribution ∆c = 0, so
that to have ∆ = 0 two flaps contribute positively and two contribute negatively
to the metric invariant.

The software code gives three different assemblages with ∆ = 0.

An accurate analysis of the selfcrossings of the ribbon due to the flaps shows
that flaps that contribute positively to the metric invariant also contribute with
an odd number of selfcrossings of the ribbon, besides there is one selfcrossing
due to the crossing straight tiles.

In conclusion we have an odd number of selfcrossings, hence the sequence is not
constructible.

Sequence ENSEWSNW

This sequence has also area 5 with no superposed flaps, but now the contribution
of the curving tiles to the metric invariant is ∆c = 4, so that to have ∆ = 0
exactly one of the flaps has positive contribution to the metric invariant. This
flap will also contribute with an odd number of selfcrossings of the ribbon. In
this case there are no other selfcrossings of the ribbon because there are no
straight tiles, so that we again conclude that the number of selfcrossings of the
ribbon is odd and that L = Lc 6= 0. This sequence is also not constructible.

Sequences with five flaps

Both sequences have ∆c = −2.

The software code quickly shows that the sequence EEWNSNSW does not
have any admissible assemblage with ∆ = 0.
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The other sequence is EEWEWNSW and to have ∆ = 0 the three consecutive
horizontal flaps must be ascending, and also the vertical flap must be ascending.
There is one admissible assemblage satisfying these requirements, but the
resulting number of selfcrossings of the ribbon is odd, and so also this
configuration is not constructible.

Sequences with six flaps

None of the four sequences with six flaps is constructible. Indeed it turns out
that all have ∆c = 0, so that in order to have ∆ = 0 they must have three flaps
with positive contribution and three with negative contribution to ∆f .

Two of the four sequences have four or more flaps that are consecutive and
hence all contribute with the same sign to ∆f , so that ∆ 6= 0.

The sequence EEWEWWEW must have three ascending consecutive flaps
and three consecutive descending flaps (all flaps are horizontal). Analyzing the
ribbon configuration shows that there are an odd number of ribbon selfcrossings,
hence L = Lc 6= 0.

Finally, all the six flaps of sequence ENSNSWEW must be ascending in order
to have ∆ = 0, there is no admissible assemblage with this property.

Sequences with seven flaps

There is none.

Sequences with eight flaps

The only one is EWEWEWEW , but there is no admissible assemblage of this
sequence.

Unclassified configurations

Sequences with two flaps

There are 3 unclassified assemblages, corresponding to 3 sequences. The
assemblage

�EN1EW3NS2WS

has two flaps separated by one tile.

This assemblage of the sequence (22, right) has two flaps separated by two tiles:

�E1ENW2NS1S2W.
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Finally there is one unclassified assemblage with two tiles separated by three
tiles:

� E1EN1NS2WS2W. (28)

A schematic visualization of these assemblages is depicted in Figure 13
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?

2
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?

Figure 13: Schematic structure of the three unclassified sequences with two flaps.
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?
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2?

Figure 14: Schematic structure of the two unclassified sequences with three flaps.

Sequences with three flaps

There are 2 of them:

�E3E2W2E1NWS1W

�E3ENW1S1N2S2W.

The first one would conceivably be constructible starting from
�E3E2W1E1NWS2W by exchanging the position of two tiles, which is possible
only with a very large amount of stretching on the wires and deformation of the
tiles, not available on the real puzzle.

A schematic visualization of these assemblages is depicted in Figure 14.

The software codes

The software code is contained in the Subversion (svn) repository [5], together
with a povray module that can be used to produce syntetized images of 3D
configurations and scripts to produce a printout with customized decorations
for the puzzle. The code can also be downloaded from [4] and should work on
any computer with a C compiler.
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There are actually two distinct software codes, described in Section 11.1
(octominoid shapes) and Section 11.2 (planar face-up configurations).

3D octominoid shapes

The name of the executable is rubiksmagic. If run without arguments, it will
search for all canonical representatives of the set of octominoid configurations
that satisfy the local constraints (feasible configurations), using the magic code
described in Section 7.

This is part of its output:

$

./rubiksmagic

RRRURRRU box=0x2x4+8 polyominoid=011-013-015-017-031-033-035-037s

f=0 delta=0 linking=0 symcount=4 typeinv=yes

RRRUmRRRUm box=1x1x4+8 polyominoid=011-013-015-017-101-103-105-107s

f=0 delta=0 linking=0 symcount=4 typeinv=no

[...]

RmUvRvLmUvUmUvLv box=2x2x2+0 polyominoid=112-...-312

f=4 delta=4 linking=0 symcount=1 typeinv=no

RmUvUmLvRmUvUmLv box=2x2x2+0 polyominoid=112-...-323s

f=4 delta=0 linking=0 symcount=4 typeinv=yes

Found 1291 sequences

$

The output actually consists of a single (long) line for each configuration, here
wrapped in two lines for convenience, and contains the following information.

box The bounding box of the octominoid shape with syntax xxyxz+t where x,
y, z are the dimensions of the smallest box that contains the shape (rotated
such that x ≤ y ≤ z. The special boxes 0x2x4 and 0x3x3 correspond to
the two basic flat octominoid configurations, apart from these, we have
exactly eight distinct boxes: 1x1x2 (colored purple in [2]), 1x1x3 (green),
1x1x4 (blue), 1x2x2 (red), 1x2x3 (grey), 1x3x3 (dark grey), 2x2x2 (light
blue), 2x2x3 (yellow). The number following the + sign 0 ≤ t ≤ 8 denotes
the number of tiles of the configuration that lie at the boundary of the
bounding box;

polyominoid Describes the actual 3D shape, there is a sequence of eight groups
of triplets of digits. Each group describes the 3D position of a tile as
follows: observe that in each group exactly one of the three digits is even,
after dividing all digits by two we obtain the 3D coordinates of the center of
the tile. This uniquely determines the orientation of the tile by observing
that the only integral coordinate indicates the direction of the normal
vector to the tile;

f The number of flaps in the configuration;
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delta This is the computed value of the metric invariant introduced in Section
5;

linking This is the computed linking number L (topological invariant)
introduced in Section 6;

symcount The order of the group of symmetries. For example, a configuration
that is mirror symmetric will have symcount at least two (Figure 9, center,
is an example). The possible values are 1, 2, 4, 8. The configuration of
Figure 9 (right) is completely unsymmetric, hence symcount is 1. There
are 4 configurations with the maximal value 8 for symcount, but only one
of these: RRmRRmRRmRRm has both vanishing invariants and has the shape
of the lateral surface of a square prism of side 2 and height 1. Because of
the marked diagonals of the tiles, this configuration is not symmetric with
respect to reflection about an intermediate plane parallel to the base of
the prism, thus reducing the number of symmetries from 16 (symmetries
of a square prism) to 8;

typeinv Usually, exchanging the type of all the tiles from � to � and viceversa
produces a non-equivalent configuration (typeinv=no). However, 141 of
the 1291 feasible configurations produce an equivalent configuration upon
such exchange (typeinv=yes), 50 of them have vanishing invariants. One
of these is shown in Figure 9 (left).

It is clear from the description above that the software code is able to compute
both invariants (in contrast with the code for the planar face-up configurations
described in the next subsection, for which the code is currently not able to
compute the linking number).

Using option -M (./rubiksmagic -M) has the effect of filtering out all
configurations with nonvanishing metric invariant (∆ 6= 0). Similarly option
-T filters out configurations with nonvanishing topological invariant (L 6= 0).

Option -w allows to display the warp code described by Verhoeff in [7]; a few
other options are described by ./rubiksmagic --help.

The rubiksmagic command accepts an argument, in the form of a magic code,
in which case the computation is limited to the corresponding configuration:
the code first computes the canonical (equivalent) magic code and displays all
the above informations for that configuration.

Finally, the code is not limited to the case of the puzzle with eight tiles; option
-n n can be use to compute with the puzzle with n tiles (n must be even).

As an example, the configuration having magic code RmRvUvDmLvLmDmUv (Figure
15, left) is analyzed as
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$

./rubiksmagic

RmRvUvDmLvLmDmUv box=2x2x2+2 polyominoid=011-112-121-...-433s

f=0 delta=-4 linking=0 symcount=2 typeinv=yes

$

where option -c inhibits the canonization of the magic code. Since ∆ 6= 0 such
configuration cannot be constructed.

The configuration with magic code RRRmRmRRLmLm (Figure 15, right) is analyzed
as

$

./rubiksmagic

RRRmRmRRLmLm box=1x1x3+7 polyominoid=011-013-015-110-114-211-213-215s

f=2 delta=0 linking=1 symcount=2 typeinv=yes

$

and is not constructible since the topological invariant L = 1 does not vanish.

Figure 15: The configuration on the left has magic code RmRvUvDmLvLmDmUv. The
configuration on the right has magic code RRRmRmRRLmLm. These computer generated
images were obtained from the magic codes of the configurations using the PovRay
raytracing program and the include file provided in [5].

Planar face-up shapes

The name of the executable is rubiksmagic2d. If run without arguments, it
will search for all canonical representatives of the set S of equivalent classes of
sequences.

This is part of its output:
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$

./rubiksmagic

EEEEWWWW f=2 area=5 Dc=0 symcount=8 assemblages=1 deltaiszero=1

EEENWWWS f=0 area=8 Dc=0 symcount=4 assemblages=1 deltaiszero=1

EEENWWSW f=1 area=7 Dc=-2 symcount=1 assemblages=2 deltaiszero=1

[...]

ENSWENSW f=4 area=3 Dc=0 symcount=8 assemblages=0 deltaiszero=0

EWEWEWEW f=8 area=2 Dc=0 symcount=32 assemblages=0 deltaiszero=0

Found 71 sequences

$

It searches for all admissible sequences that are the canonical representative of
their equivalent class in S (it finds 71 equivalent classes), for each one it prints
the sequence followed by some information (to be explained shortly).

The software allows for puzzles with a different number of tiles, for example for
the large version with 12 tiles of the puzzle it finds 4855 equivalence classes,
with a command like

$

./rubiksmagic

EEEEEEWWWWWW f=2 area=7 Dc=0 symcount=8 assemblages=1 deltaiszero=1

EEEEENWWWWWS f=0 area=12 Dc=0 symcount=4 assemblages=1 deltaiszero=1

EEEEENWWWWSW f=1 area=11 Dc=-2 symcount=1 assemblages=2 deltaiszero=1

[...]

ENSNSWENSNSW f=8 area=3 Dc=0 symcount=4 assemblages=0 deltaiszero=0

ENSNSWENSWEW f=8 area=3 Dc=0 symcount=2 assemblages=0 deltaiszero=0

ENSWENSWENSW f=6 area=3 Dc=0 symcount=12 assemblages=0 deltaiszero=0

EWEWEWEWEWEW f=12 area=2 Dc=0 symcount=48 assemblages=0 deltaiszero=0

Found 4855 sequences

$

However the computational complexity grows exponentially with the number of
tiles.

Another use of the code allows to ask for specific properties of a given sequence,
we illustrate this with an example:

$

./rubiksmagic

EEWENWSW f=3 area=5 Dc=-2 symcount=1 assemblages=6 deltaiszero=2

Assemblage with delta = 0: sla E3 E2 W2 E1 N1 W1 S1 W1

Assemblage with delta = 0: sla E3 E2 W1 E1 N1 W1 S2 W1

$

The first line of output displays some information about the sequence given in
the command line, specifically we find
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� the sequence itself;

� the number of flaps (3 in this case);

� the area of the plane covered (5);

� the computed contribution ∆c coming from the curving tiles;

� the cardinality of the group of symmetries of the sequence, this particular
sequence does not have any symmetry;

� the number of admissible assemblages of the sequence, counting only
those that start with T0 of type � and identifying assemblages that are
equivalent under transformations in the group of symmetries of the sequence;

� the number of admissible assemblages with vanishing metric invariant
(∆ = 0), we have two in this case.

Then we have one line for each of the possible assemblages with ∆ = 0 with a
printout of each assemblage, the numbers after each cardinal direction tells the
level of the tile reached with that direction. It will be 1 for tiles that are not
superposed with other tiles, otherwise it is an integer between 1 and the number
of superposed tiles.

The option ‘-c’ on the command line can be omitted in which case the software
computes the canonical representative of the given sequence and prints all the
informations for both the original sequence and the canonical one. Note that
the sign of the invariants is sensitive to equivalence transformations.
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Abstract: The three-pile trick is a well-known card trick performed with a
deck of 27 cards which dates back to the early seventeenth century at least
and its objective is to uncover the card chosen by a volunteer. The main
purpose of this research is to give a mathematical generalization of the three-pile
trick for any deck of ab cards with a, b > 2 any integers by means of a finite
family of simple discrete functions. Then, it is proved each of these functions
has just one or two stable fixed points. Based on this findings a list of 222
(three-pile trick)-type brand new card tricks was generated for either a package
of 52 playing cards or any appropriate portion of it with a number of piles
between 3 and 7. It is worth noting that all the card tricks on the list share the
three main properties that have characterized the three-pile trick: simplicity,
self-performing and infallibility. Finally, a general performing protocol, useful
for magicians, is given for all the cases. All the employed math techniques
involve naive theory of discrete functions, basic properties of the quotient and
remainder of the division of integers and modular arithmetic.

Keywords: Modular arithmetic, fixed point theory of discrete functions,
three-pile trick.

Introduction

Among other reasons, the three-pile trick (TPT) is preferred by mathematicians
because of its infallibility and simplicity. The origin of this interesting card
trick goes back around four centuries [1]. According to Gardner [6]—for a
pack of 27 cards—it is one of the oldest of mathematical tricks that involve the
ordering of cards, and one of the most intriguing. Probably, the first person to
whom the TPT was tractable in a formal way—mathematically speaking—was
Joseph Diez Gergonne [7], a French geometer from the nineteenth century. He
generalized the trick for any deck of mm cards (m > 1 any integer) by applying
some combinatorial ideas. Additional papers were written along that century
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incorporating new results [5, 9], but in all of them the technique employed was
similar to Gergonne’s. During the past century the trick was included in books
on recreational mathematics, the main are by Ball and Coxeter [2], Hugard [10],
and Gardner [6]. It might sound strange saying that only a few mathematical
advances on the problem and its generalization were achieved in the twentieth
century. But lately the TPT has recovered its prominence as a math object in
various contexts. For instance, it has been treated in an algorithmic manner [12],
also as a numerical process in connection with the positional notation system
[3, 11], and as a discrete dynamical system [4, 8] too. In this note the trick is
seen as a simple function from a finite set of integers to itself.

The TPT and its generalization

Let us begin by introducing some basic notation. Given any pair of nonnegative
integers j 6 k the set of natural numbers {j, . . . , k} is denoted by [j : k]. The
symbols q(x, a) and r(x, a) represent the quotient and the remainder respectively
when the integer x is divided by the nonzero integer a. Given any function

D
f→ D, the composite function f ◦ · · · ◦ f (n times) is denoted by fn and the

set of its fixed points by Fix(f), i.e., Fix(f) = {x ∈ D|f(x) = x}.

As it was established in [11], given the cth card (counting from the top) in a deck
of 27 cards face down is said that the TPT is performed on it, if the function
G2 : [1 : 27] → [1 : 27] defined by x 7→ q(x, 3) + 9 + sign(r(x, 3)) is composed
three times at x = c.

Before continuing with our presentation, let us figure out why the algebraic
expression q(x, 3)+ 9+ sign(r(x, 3)) encodes what is happening with the TPT.
In fact, a simple example will make it clear. Suppose that the chosen card is
the 19th (counting from the top). Well, q(19, 3) = 6 gives us the number of
cards below it after dealing the cards in three piles when the TPT is performed.
So, after collecting the three piles the 19th card will occupy the 16th position
(remember that piles while collecting are all flipped over) which is equal to
the sum of 6 (= q(19, 3)), 9 (the cards of the pile placed at the top) and 1
(= sign(r(19, 3))).

To precise more the notation employed, the sub-index 2 in G2 indicates that
after dealing the whole deck of 27 cards the pile containing the chosen card will
be placed in the middle of the other two but this is equivalent to say that this
particular pile is the second one counting from the bottom after collecting the
three piles face down.

Two important properties of this discrete function are:

1. Its only fixed point is 14 (i.e., Fix(G2) = {14}).

2. The composite function G3
2 ≡ 14 (i.e., G3

2(x) = 14 for every x ∈ [1 : 27]).

Remark 1. What makes the TPT an infallible card trick is property 2. Also
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observe one has to apply the same procedure three times and this is what makes
the trick easy to perform and impressive in some sense, hence its simplicity.

Let us show how the TPT should be generalized in a natural way. To start
just assume that our deck has ab cards (face down). If we apply the trick
with a piles, then each will have b cards. Of course the trick is trivial when
a, b = 1. From now on, let us assume a, b > 2. In [11], the general case under
study was also considered and the appropriate function for a deck of ab cards
is Gp : [1 : ab] → [1 : ab] defined by x 7→ q(x, a) + b(p − 1) + sign(r(x, a)) for
every p ∈ [1 : a]. In this general setting, the value p indicates that when the
new trick is performed the pile with the chosen card will be placed in the p-th
position counting from the bottom once the a piles are being recollected.

Our first mathematical result is Lemma 2 which gives a list of relevant properties
of the functions G1, . . . , Ga.

Lemma 2. Let a, b > 2 be fixed integers. The finite family of functions {Gp}ap=1

satisfies the following properties:

1. The function Gp is nondecreasing for every p.

2. Im(Gp) = [b(p− 1) + 1 : bp] for every p.

3. If p1 < p2, then Gp1 < Gp2 .

4. The function G1 has 1 as its unique fixed point, i.e., Fix(G1) = {1}.

5. The function Ga has ab as its unique fixed point, i.e., Fix(Ga) = {ab}.

6. Assume a > 3. For each p ∈ [2 : a− 1] holds:

(a) If a− 1 | b(p− 1), then Fix(Gp) = {xp,1, xp,1 + 1} where

xp,1 =
ab(p− 1)

a− 1
. (1)

(b) If a− 1 6 | b(p− 1), then Fix(Gp) = {xp,2} where

xp,2 =
ab(p− 1) + a− j(p)

a− 1
(2)

being j(p) the unique integer in [2 : a−1] that is solution of the modular equation
X ≡ ab(p− 1) + a mod (a− 1).

Proof. 1. Let 2 ≤ p ≤ a. From the definitions of G1 and Gp follows the
relationship Gp(x) = G1(x) + b(p − 1) for every x ∈ [1 : ab]. So, we only
need to prove that G1 is nondecreasing. Set Ik = [(k − 1)a + 1 : ka] for
k = 1, . . . , b. Clearly, the finite class {I1, . . . , Ib} is a partition of [1 : ab]. By
observing carefully the behavior of G1 on each interval of the partition we have
Im(G1|Ik) = {k} for k = 1, . . . , b, and from this follows that G1 is certainly
nondecreasing.
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2. By the latter condition G1 maps [1 : ab] on [1 : b] and from this we get the
expected result.

3. It follows immediately from property 2.

4. Let us see that 1 is fixed by G1. In fact, G1(1) = q(1, a) + b(1 − 1) +
sign(r(1, a)) = 0+0+1 = 1. Suppose now that x ∈ [1 : ab] is any fixed point of
G1. Hence x satisfies q(x, a)+ sign(r(x, a)) = x. Observe that r(x, a) has to be
nonzero. Otherwise, q(x, a) = 0, and x = 0 which is a contradiction. Then, it

holds q(x, a) = 1−r(x,a)
a−1 , but q(x, a) > 0 and −1 < 1−r(x,a)

a−1 6 0. So, r(x, a) = 1,
and x = q(x, a)a+ r(x, a) = 1. Therefore, Fix(G1) = {1}.

5. First, ab is a fixed point ofGa sinceGa(ab) = q(ab, a)+b(a−1)+sign(r(ab, a)) =
b+ b(a− 1) + 0 = ab. Now, suppose x ∈ [1 : ab] is any fixed point of Ga. Hence
x satisfies q(x, a) + b(a − 1) + sign(r(x, a)) = x. We claim that r(x, a) = 0.
Otherwise, by writing x = q(x, a)a + r(x, a) in the latter equation and solving

for b − q(x, a) follows b − q(x, a) = r(x,a)−1
a−1 , but b − q(x, a) is a nonnegative

integer and 0 6 r(x,a)−1
a−1 < 1. So, r(x, a) = 1, q(x, a) = b, and x = ab+ 1 which

is a contradiction. Then, it holds (b − q(x, a))(a − 1) = 0. Thus, q(x, a) = b,
and x = ab. Therefore, Fix(Ga) = {ab}.

6. (a) By hypothesis, xp,1 is well defined. Since 0 < ab(p − 1)/(a − 1) < ab,
xp,1 ∈ [1 : ab − 1] and xp,1 + 1 ∈ [2 : ab]. So, both values are included in the
domain of Gp. Now observe that

Gp(xp,1) = q(xp,1, a) + b(p− 1) + sign(r(xp,1, a))

=
b(p− 1)

a− 1
+ b(p− 1) + 0 = xp,1

and

Gp(xp,1 + 1) = q(xp,1 + 1, a) + b(p− 1) + sign(r(xp,1 + 1, a))

=
b(p− 1)

a− 1
+ b(p− 1) + 1 = xp,1 + 1.

Thus, both points are fixed by Gp. Next, assume that x ∈ [1 : ab] is any fixed
point of Gp. We claim that either r(x, a) = 0 or r(x, a) = 1. Otherwise,
2 6 r(x, a) 6 a − 1 and x satisfies q(x, a) + b(p − 1) + 1 = x. Multiply
the latter equation by a and express q(x, a)a = x − r(x, a) in order to get
ab(p−1)+a−r(x, a) = x(a−1) which indicates that a−1 | ab(p−1)+a−r(x, a),
but a − 1 | ab(p − 1). Then, a − 1 | a − r(x, a) an impossibility because
1 6 a − r(x, a) 6 a − 2. So, r(x, a) ∈ {0, 1} as claimed. The first case makes
x = xp,1 and the second x = xp,1 + 1. Therefore, Fix(Gp) = {xp,1, xp,1 + 1}.
This proves 6(a).

(b) Suppose that x ∈ [1 : ab] were a fixed point of Gp. If r(x, a) = 0 or
r(x, a) = 1, then x should satisfy q(x, a) + b(p− 1) = q(x, a)a. From which we
get b(p− 1) = q(x, a)(a − 1). In other words, a− 1 | b(p− 1) contradicting the
hypothesis. Therefore, r(x, a) must belong to {2, . . . , a − 1}, and must satisfy
q(x, a)+ b(p−1)+1 = x. Multiply the latter equation by a and replace q(x, a)a
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by x− r(x, a) to get ab(p− 1) + a− r(x, a) = x(a − 1). In other words, r(x, a)
is congruent to ab(p− 1)+ a modulo a− 1, i.e., r(x, a) is the unique solution of
equation X ≡ ab(p− 1) + a mod (a− 1). Let j(p) be this solution. Thus, the
value xp,2 is well defined and x = xp,2. Moreover, j(p) = r(xp,2, a) and

Gp(xp,2) = q(xp,2, a) + b(p− 1) + sign(r(xp,2, a))

=
1

a
[xp,2 + ab(p− 1) + a− j(p)] =

1

a
[xp,2 + xp,2(a− 1)] = xp,2,

as expected, and this completes the proof of 6(b).

An immediate consequence of Lemma 2 is the following corollary.

Corollary 3. Let a 6 3 and n 6 2 be fixed integers. If b = an−1, then
Fix(Gp) = {xp,2} for every p ∈ [2, a− 1].

Proof. It follows from the fact a− 1 6 | an−1(p− 1) for every p ∈ [2 : a− 1].

In [4, Theorem 3] the TPT was generalized for a deck of pq cards where p, q ≥ 3
are any odd integers through a function denoted by h and proved that pq+1

2 is
a fixed point of h. Well, that result also follows from Lemma 2 after making
some easy symbolic translations.

Corollary 4. Theorem 3 given in [4] holds.

Proof. Before starting the proof we need to translate our notation to
Champanerkar and Jani’s. Well, a = q, b = p, and G q+1

2
= h. When p, q ≥ 3

are odd numbers then q− 1 6 | p( q+1
2 − 1). Otherwise p would be an even integer.

By Lemma 2.6(b), we have to find the unique fixed point x q+1
2 ,2 of h by solving

first the modular equation X ≡ pq(q− 1)/2+ q mod (q− 1) in [2 : q− 1]. Since
(pq(q − 1)/2 + q) − (q + 1)/2 = ((pq + 1)/2)(q − 1) the solution searched for is
j( q+1

2 ) = q+1
2 . Then,

x q+1
2 ,2 =

pq + 1

2

as expected.

When dealing the cards for the first time—providing that a − 1 | b(p − 1)
(2 ≤ p 6 a − 1)—the values xp,1 and xp,1 + 1 always fall in the ath pile

and the 1st pile respectively. By taking s = b(p−1)
a−1 ∈ [1 : b], xp,1 = sa and

xp,1 + 1 = sa + 1, both are indicated inside a box in Table 1. Fixed points of
type xp,2 (2 6 p 6 a− 1) only appear at intermediate columns and can not be
located at the 1st and bth rows. Let us see the examples a = 4, b = 6 and a = 3,
b = 5.

Example 5. Since 3 | 6 we need to apply equation (1). So, x2,1 = 8 and
x3,1 = 16. Hence Fix(G2) = {8, 9} and Fix(G3) = {16, 17} (Figure 1(a)).
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Table 1: First dealing

pile 1 pile 2 . . . pile j . . . pile a− 1 pile a

(b − 1)a+ 1 (b− 1)a+ 2 . . . (b− 1)a+ j . . . (b− 1)a+ a− 1 ba
...

...
...

...
...

...
...

sa+ 1 sa+ 2 . . . sa+ j . . . sa+ a− 1 (s+ 1)a

(s− 1)a+ 1 (s− 1)a+ 2 . . . (s− 1)a+ j . . . (s− 1)a+ a− 1 sa
...

...
...

...
...

...
...

a+ 1 a+ 2 . . . a+ j . . . a+ a− 1 2a
1 2 . . . j . . . a− 1 a

Example 6. Since 2 6 | 5 we need to solve the modular equation X ≡ 18 mod 2
whose unique solution inside interval [2 : 2] is j(2) = 2. Then, by applying
formula (2), we get x2,2 = 8. Hence Fix(G2) = {8} (Figure 1(b)).

From Examples 5 and 6 one might ask whether the finite class {Fix(Gp)}a−1
p=2 is

always formed by sets of one element or by sets of two elements. Next example
shows that it can be mixed.

Example 7. Take a = 5, b = 2 (Figure 1(c)). Then Fix(G2) = {3}, Fix(G3) =
{5, 6}, and Fix(G4) = {8}.
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Figure 1: Examples 5, 6, and 7.

Main results

In this section we prove some important facts of the family of functions {Gp}ap=1

in terms of discrete dynamical systems. The first result generalizes the TPT
because in this case b = 9 is a power of a = 3. Theorem 8(b) shows that xp,2 is
an attractor and this is the condition that makes the TPT work.
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Let us fix more notation. Let A, B, C and D denote the sets [2 : a− 1], [1 : ab],
[1 : xp,1], and [xp,1 + 1 : ab] respectively. Set yn := an−1

a−1 for every n > 2.

Theorem 8. If p ∈ A and b = an−1, then
(a) xp,2 = yn(p− 1) + 1, and
(b) Gn

p (x) = xp,2 for every x ∈ B.

Proof. (a) Observe that

an(p− 1) + a− p = (an − 1)(p− 1) + (a− 1) = (yn(p− 1) + 1)(a− 1).

Thus, by Lemma 2.6(b), xp,2 = yn(p− 1) + 1.

(b) By [11, Théorème II.2.4.] we have

Gn
p (x) = (p− 1)an−1 + · · ·+ (p− 1)a+ (p− 1) + 1,

but the latter value coincides with yn(p− 1) + 1.

By taking a = 3 and b = 9 in Theorem 8 we get x2,2 = y3 + 1 = 14 and
G3

2(x) = 14 for every x ∈ [1 : 27]. In other words, the TPT is checked.

The following theorem constitutes the most important result of this research.
Theorem 8(b) and Theorem 9 guarantee that all the fixed points obtained in
Lemma 2 parts 4, 5 and 6 are attractors. Based on this property we will be able
to extend—in the next section—the TPT by listing more than 200 new variants
of the trick by varying the number of cards in the deck, the number of piles and
the performance protocol.

Theorem 9. Let a > 3, b > 2 and n > 2 be fixed integers. If p ∈ [1 : a] and
an−2 < b < an−1, then

Gn
p (x) =





1 if (p, x) ∈ {1} ×B (3a)

xp,1 if (p, x) ∈ A× C, a−1 | b(p−1), b 6= an−2+1 (3b)

xp,1 + 1 if (p, x) ∈ A×D, a−1 | b(p−1), b 6= an−2+1 (3c)

xp,2 if (p, x) ∈ A×B, a−1 6 | b(p−1), b ≤ an−1

a− 2
(3d)

ab if (p, x) ∈ {a} ×B, (3e)

Gn−1
p (x) =

{
xp,1 if (p, x) ∈ A× C, a−1 | b(p−1), b = an−2+1 (4a)

xp,1 + 1 if (p, x) ∈ A×D, a−1 | b(p−1), b = an−2+1, (4b)

and for a > 3

Gn+1
p (x) = xp,2 if (p, x) ∈ A×B, a− 1 6 | b(p− 1), b >

an−1

a− 2
. (5)
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Proof. Equations (3a) and (3e) were proved in [11, Théorème II.2.1.] and [11,
Théorème II.2.2.] respectively. For the remaining six parts we use the same
technique employed in [11].

For (3b), take x 6 xp,1 arbitrary, say, x = (s − 1)a+ j as is shown in Table 1,

then s 6 b(p−1)
a−1 =

xp,1

a . From [11, Théorème II.1.] it follows that

A(s) 6 Gn
p (x) 6 B(s), (6)

where A(s) = 1
an−1

(xp,1

a (an − 1) + s
)
and B(s) = A(s) + 1− 1

an−1 .

Our next goal is to demonstrate the four inequalities

xp,1 − 1 < A(s) 6 xp,1 6 B(s) < xp,1 + 1 (7)

for every s 6 a−1xp,1. After doing many calculations and simplifications we get





xp,1 − 1 < A(s) ⇐⇒ xp,1 < an + sa (8a)

A(s) ≤ xp,1 ⇐⇒ xp,1 ≥ sa (8b)

xp,1 ≤ B(s) ⇐⇒ xp,1 ≤ an + sa− a (8c)

B(s) < xp,1 + 1 ⇐⇒ xp,1 > sa− a. (8d)

(8e)

Observe that the Right Hand Side (RHS) (8b)⇒ the RHS (8d) and the RHS (8c)
⇒ the RHS (8a). But the RHS (8b) holds for the condition s 6 a−1xp,1 and the
RHS (8c) also holds since xp,1 6 ab ≤ an 6 an+ sa−a. So, equation (7) is true
and this implies that Gn

p (x) = xp,1 for every x ∈ C completing the proof of (3b).

The proof of (3c) is quite similar. Now we take x > xp,1, which is equivalent to
s ≥ a−1xp,1 + 1. This time we have to prove

xp,1 < A(s) ≤ xp,1 + 1 ≤ B(s) < xp,1 + 2 (9)

for every s ≥ a−1xp,1 + 1. But now, we have the following equivalences





xp,1 < A(s) ⇐⇒ xp,1 < sa (10a)

A(s) ≤ xp,1 + 1 ⇐⇒ xp,1 ≥ sa− an (10b)

xp,1 + 1 ≤ B(s) ⇐⇒ xp,1 ≤ sa− a (10c)

B(s) < xp,1 + 2 ⇐⇒ xp,1 > sa− an − a. (10d)

(10e)

In this occasion, the RHS (10b) ⇒ the RHS (10d) and the RHS (10c) ⇒ the
RHS (10a). But the RHS (10b) holds since xp,1 + an > an > ab > sa and the
RHS (10c) also holds for the condition s > a−1xp,1 +1. So, equation (9) is true
and this implies that Gn

p (x) = xp,1 + 1 for every x ∈ D completing the proof of
(3c).
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For (3d), take x ∈ B arbitrary, say, x = (s − 1)a + j as is shown in Table 1.
From [11, Théorème II.1.] it follows that

C(s) 6 Gn
p (x) 6 D(s), (11)

where C(s) = 1
an−1 (byn + s) and D(s) = C(s) + 1− 1

an−1 .

Next, we need to demonstrate the four inequalities

xp,2 − 1 < C(s) 6 xp,2 6 D(s) < xp,2 + 1 (12)

for every s ∈ [1 : b]. And now, the equivalences are





xp,2 − 1 < C(s) ⇐⇒ f(s) > an−1(1− j(p)) (13a)

C(s) ≤ xp,2 ⇐⇒ f(s) 6 an−1(a− j(p)) (13b)

xp,2 ≤ D(s) ⇐⇒ f(s) > an−1(1− j(p)) + a− 1 (13c)

D(s) < xp,2 + 1 ⇐⇒ f(s) < an−1(a− j(p)) + a− 1, (13d)

where f(s) = s(a− 1)− b(p− 1), but the RHS (13b) ⇒ the RHS (13d) and the
RHS (13c) ⇒ the RHS (13a). Then, we have to show the double inequality

an−1(1− j(p)) + a− 1 6 f(s) 6 an−1(a− j(p)),

for every s ∈ [1 : b]. For this, it is enough to prove these two inequalities

an−1(1− j(p)) + a− 1 6 f(1) and f(b) 6 an−1(a− j(p))

and both are true since b 6 an−1

a−2 . Thus, equation (12) holds and it implies that
Gn

p (x) = xp,2 for every x ∈ B completing the proof of (3d).

In order to prove equations (4a) and (4b), we only need to prove that equations
(8c) and (10b) keep true if n is replaced by n − 1. The first is true because

xp,1 ≤ (b − 1)a = an−1 6 an−1 + sa − a, and the second since
xp,1+an−1

a >
a+an−1

a = 1 + an−2 = b > s.

Finally, to prove equation (5), everything done for proving equation (3d) works

well for n + 1 instead of n. But, b satisfies the condition an−1

a−2 < b < an−1

(a > 3). Thus, b ≤ an

a−2 and this condition guarantees the veracity of formula
(5), and the proof is done.

Remark 10. In [4, Theorem 4] was proved that the point pq+1
2 is a stable

fixed point of h the generalized TPT for a deck of pq cards where p, q ≥ 3 are
odd integers. Well, from Theorem 8(b) and Theorem 9 equations (3d) and (5)
follows the same result.

The minimum value of k for which the powerGk
p is a fixed point is not necessarily

the one given in Theorem 9. To see this, just take a = 4, b1 = 13 and b2 = 14.
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For p = 3 Theorem 9 says that n = 3 and G4
3 ≡ 35 for b1 and G4

3 ≡ 38 for b2
since 4 < 13 < 14 < 42 and 14 > 13 > 42

4−2 = 8. In this particular situation the
minimum value is 3 in the first case and 4 in the second.

For a better understanding on the behavior of the family {G1, . . . , Ga}, based
on Theorem 9, we present a couple of examples graphically.

Figure 2 shows the case a = 3, b = 4 for which n = 3 and the fixed points are
1, 6, 7, and 12. Observe that for p = 1, 3 three iterations are needed, otherwise
just two.
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Figure 2: a = 3, b = 4.

Figures 3 and 4 show the case a = 4, b = 14. Again n = 3, and the fixed points
are 1, 19, 38, and 56. Figure 3 shows the graphics of Gp and G2

p, and Figure 4
the corresponding ones of G3

p and G4
p. Observe that for p = 1, 4 three iterations

are needed, otherwise four.
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Figure 3: a = 4, b = 14 (Gp and G2
p).
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Figure 4: a = 4, b = 14 (G3
p and G4

p).

A bunch of brand new TPT-type card tricks

Based on Theorems 8 and 9 we are in a position of generating some brand
new TPT-type card tricks. For magicians some reasonable deck’s sizes and
performable with a portion or the whole pack of regular playing cards are those
with ab ∈ [8 : 52] (3 6 a 6 7). The 49 possible such decks and the 222 TPT-type
variants of tricks are shown at Table 2. Let us see the case a = 4, b = 13.

Example 11. (Performing protocol) Previously, the “magician” has to choose
the value of p, say p = 3 (1 6 p 6 a). Then, she looks at Table 2 to get n = 3
and the fixed point 35. Now, by the comment after Theorem 9, she knows that
G3

3(x) = 35 for every x ∈ [1 : 52]. Immediately, she has to perform the following
general procedure:

Start with the cards downwards. Ask somebody from the audience
to remember one of the cards without revealing it. Deal the 52(= ab)
cards face up in 4(= a) rows, making 4 piles each 13(= b) high. After
dealing, ask in which pile the card is. Take up the 4 piles, placing
that pile 3rd(= pth) from the bottom. Turn the packet over. Do this
twice more and count out the packet to the 35th(= xth

p,2) card and
turn it over to your audience’s amazement and ovation.

Suppose the magician chooses p for which Gp has two consecutive fixed points,
i.e., xp,1, xp,1 + 1. Once she picks up the cards for the last time and counts
out the packet to the xth

p,1 card she does not know whether it is the spectator’s
or next. To solve this situation she may add some patter at this moment and
puts both cards together back to back and holds them with two fingers without
showing them. Then, she asks the spectator: is this your card? while showing
one. If the answer is yes, everything is done, otherwise she turns her hand and
says here is your card and receives anyway her audience’s applause.
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Table 2: The 49 decks and the 222 TPT-type variants

a b;n fixed points for each p b;n fixed points for each p
3 3;2 1-5-9 4;3 1-6,7-12
3 5;3 1-8-15 6;3 1-9,10-18
3 7;3 1-11-21 8;3 1-12,13-24
3 9;3 1-14-27 10;4 1-15,16-30
3 11;4 1-17-33 12;4 1-18,19-36
3 13;4 1-20-39 14;4 1-21,22-42
3 15;4 1-23-45 16;4 1-24,25-48
3 17;4 1-26-51

4 2;2 1-3-6-8 3;2 1-4,5-8,9-12
4 4;2 1-6-11-16 5;3 1-7-14-20
4 6;3 1-8-16-24 7;3 1-10-19-28
4 8;3 1-11-22-32 9;3 1-12,13-24,25-36
4 10;3 1-14-27-40 11;3 1-15-30-44
4 12;3 1-16,17-32,33-48 13;3 1-18-35-52

5 2;2 1-3-5,6-8-10 3;2 1-4-8-12-15
5 4;2 1-5,6-10,11-15,16-20 5;2 1-7-13-19-25
5 6;3 1-8-15,16-23-30 7;3 1-9-18-27-35
5 8;3 1-10,11-20,21-30,31-40 9;3 1-12-23-34-45
5 10;3 1-13-25,26-38-50

6 2;2 1-3-5-8-10-12 3;2 1-4-8-11-15-18
6 4;2 1-5-10-15-20-24 5;2 1-6,7-12,13-18,19-24,25-30
6 6;2 1-8-15-22-29-36 7;3 1-9-17-26-34-42
6 8;3 1-10-20-29-39-48

7 2;2 1-3-5-7,8-10-12-14 3;2 1-4-7,8-11-14,15-18-21
7 4;2 1-5-10-14,15-19-24-28 5;2 1-6-12-18-24-30-35
7 6;2 1-7,8-14,15-21,22-28,29-35,36-42 7;2 1-9-17-25-33-41-49
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par les nombres, Gauthier-Villars, Paris, 1884.

[2] Ball, W. W. R., Coxeter, H. S. M. Mathematical Recreations and Essays
and Problems of Past and Present Times, Macmillan, London & New York,
1892.

[3] Bolker, E. “Gergonne’s card trick, positional notation, and radix sort”,
Mathematics Magazine, 83, 46-49, 2010.

Recreational Mathematics Magazine, Number 7, pp. 65–77
DOI 10.1515/rmm–2017–0004



Roy Quintero 77

[4] Champanerkar, J., Jani, M. “Stable Fixed Points of Card Trick Functions”,
arXiv:1308.3396v1[math.HO], 1–10, 2013.

[5] Dickson, L. “Gergonne’s pile problem”, Bull. Amer. Math. Soc., 1, 184–186,
1895.

[6] Gardner, M. Mathematics Magic and Mystery, Dover Publications Inc.,
Mineola, N. Y., 1956.
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Abstract: We consider special cases of a modified version of the Tower of
Hanoi puzzle and demonstrate how to find upper bounds on the minimum number
of moves that it takes to complete these cases.
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Introduction

The Tower of Hanoi puzzle is a game that is played with disks of graduated
sizes on three pegs. When the game begins, the disks are arranged on the first
peg according to their size. The largest disk is located at the bottom of the peg
and above it are all of the other disks arranged in increasing size. The smallest
disk is therefore at the top of the peg. One must relocate all of the disks to the
third peg, but there are strict rules about how the disks are moved. Moving
one disk at a time, and never placing a larger disk on top of a smaller one, the
player slowly makes their way to the end of the puzzle, with the stack of disks
back in their original order on the third peg. The number of moves that it takes
to complete the puzzle grows exponentially with the number of starting disks.
It is for this reason, that when the priests at the temple of Benares were asked
to complete the same task, but with sixty-four disks, the world would end at
their completion. The legend speaks of sixty-four disks of gold being placed on a
brass plate with diamond needles acting as the pegs. The priests were required
to move each disk, one at a time, until the disks were back in their original
order on the third diamond peg. Using the same condition that no gold disk
ever be placed upon a smaller one, their task would exceed 500 billion years
before finishing.

Suppose we relaxed the rule demanding the priests not place a golden disk on top
of a smaller one by only requiring the bottom disk in any stack to be the largest.
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Then how long would it take the priests to finish their divine task? What about
if we only required the bottom two disks in any stack be the largest and allowed
them to place any smaller disks on top of those? Furthermore, suppose we
continue this and ask how long it will take to complete this puzzle if we allow
a disk to be placed on top of a smaller disk, provided that the k disks on the
bottom of the stack be the largest in the stack such that those k disks are
arranged from largest on bottom, increasing in size to the kth disk? It is this
question that is of interest in this paper. The resulting puzzle will take longer
to solve for larger values of k, and it can be solved relatively quickly for smaller
values of k. We will discuss several upper bounds on the optimal solutions for
the minimum number of moves that it takes to complete these type of puzzles.

In Section 2, we discuss the fundamentals of the approach we will take to obtain
our upper bounds. Next, in Section 3, we give upper bounds for some specific
cases when the value k depends on the number of starting disks, n. Then in
Section 4, we give an upper bound for the case whenever k is three and the
number of starting disks can be any value greater than or equal to k. Finally,
in Section 5, we discuss our future work to give a bound for an arbitrary value
of k and an arbitrary number of disks, n.

Preliminary

The structure of the proofs for the upper bounds of the modified Tower of Hanoi
puzzles (called k-Tower of Hanoi puzzles) is based on the concept of building
stacks of disks, from the n starting disks. Because the goal of the puzzle is to
relocate all disks to the third peg, at some point in the puzzle, the largest disk
must be placed onto the empty third peg. This can only be done when the
largest disk is the only disk on the first peg and the remaining (n − 1) disks
are on the second peg. These remaining disks form a stack. Now before we can
have a stack of (n− 1) disks, we must have a stack of (n− 2) disks so that the
second largest disk can be relocated, and so on. So, looking at the puzzle from
the forward direction, we must first form a stack of one, then a stack of two, etc.
until a stack of (n− 1). We refer to this as the midpoint. After this, we move
the largest disk onto the third peg. To complete the puzzle, we then reverse the
process. We will look at the puzzle from the viewpoint of building these stacks of
disks, and we will look at some patterns concerning how these stacks are formed.

It should be noted that in order to minimize the number of moves to complete
the puzzle, we cannot simply minimize the number of moves that it takes to
form each stack, and then add those together. We find that in minimizing the
number of moves to form some stacks, we greatly increase the number of moves
that it takes to form the next stack. However, there is a way to build successive
stacks such that the number of moves of the two together is kept to a minimum.
We see that the value of k will determine how we need to build these stacks.

We have written a computer program to give us possible moves from one
stack to the next, with the minimum paths to each configuration stored (since
we do not know which configuration we want to use in the overall minimum
solution). Then for each of these minimum paths, the program repeats the
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process, stopping at every configuration of the next stack. Once the midpoint
of the puzzle has been reached, the program takes the overall minimum path
(which is the concatenation of the paths from the first stack to the second
stack, and then from the second stack to the third stack, etc.) and uses that as
the minimum solution. Thus, what we are doing is minimizing the number of
moves that it takes to build each stack, such that the disks are in some desired
configuration in each stack.

When completing any k-Tower of Hanoi puzzle, one always makes the first move
based on whether n is odd or even. If n is odd, then one will move the first disk
to the third peg. If n is even, then one will move the first disk to the second
peg. Because of this, and because our proofs involve an arbitrary n, when we
speak of moving disks, we will use the terms source peg, intermediate peg,
and destination peg. For odd values of n, the intermediate peg will be the
second peg, and the destination peg will be the third peg. For even values of
n, the intermediate peg will be the third peg, and the destination peg will be
second peg. For both cases, the source peg will be the first peg. Thus, when
we build stacks of disks containing an even number of disks, they will always be
on the intermediate peg, and stacks of disks containing an odd number of disks
will always be on the destination peg. So, whenever we are making moves that
depend on whether n is even or odd, we will use this terminology. Otherwise, if
the peg is known, we will use the traditional terms.

With some of these proofs, when forming stacks of disks, we can take advantage
of the special rule involving k. For this, we will use the concept of flipping a
group of disks. A flip of a group of disks is the process of moving disks, which
are at the top of a stack, in succession to some other peg so that their new
arrangement is the inverted arrangement that they started in. Note that a flip
of x disks takes x moves. Also, the peg that the disks are being moved to must
contain at least k disks that are larger than each disk being flipped (so as to
not violate the rule involving k).

Also, the moves that we can make that take advantage of the rule involving
k will be highlighted in the proofs. Such moves will be considered saves as
compared to moves made while completing the classic Tower of Hanoi puzzle,
as these are the moves that allow the puzzle to be completed more quickly.
Whenever we make moves that follow the traditional Tower of Hanoi puzzle,
the case where k = (n− 0), we say that we follow the classic rules. We often
leave these moves to the reader for the sake of simplicity. Additionally, because
our proofs involve many specific moves, we have included figures for clarity.
The figures use arrows connecting distinct steps of the puzzles and these arrows
denote either a single move or a group of moves. For groups of moves, we will
make them using the classic rules, using a flip, or by reversing moves that were
previously shown. The type of move will be listed beneath the arrow. For the
case of a flip, which always results in some number of moves being saved (as
compared to how the classic Tower of Hanoi puzzle is completed), we typically
indicate the number of saves by a negative number, which will be listed above
the arrow. Color-coded disks are used to help identify the disks being moved.
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Rules for the k-Tower of Hanoi Puzzle

• Disks can only be moved one at a time.

• Only the top disk on a stack can be moved from that peg.

• A disk can be placed on top of a smaller disk, provided that the bottom
k disks of that stack are the largest in the stack (where the largest disk is
at the bottom, the next largest on top of it, etc., up to the kth largest disk).

Upper bound on the minimum number of moves

to complete the k-Tower of Hanoi Puzzle whenever
k = (n− x)

Here we consider the k-Tower of Hanoi puzzle where k depends on the number
of disks, n. We show an upper bound Tk(n) for the cases of k = (n − x) for
x = 0, 1, 2, 3, 4, 5.

Tn−x(n) =





2n − 1 if x = 0, 1, 2
2n − 3 if x = 3
2n − 4n+ 3 if x = 4, n > 7
2n − 20n+ 57 if x = 5, n > 9

Upper bound on the minimum number of moves to complete
the k-Tower of Hanoi Puzzle whenever k = (n− 0)

Since k = (n− 0) = n, this puzzle is the classic Tower of Hanoi puzzle (since no
disk can be placed on top of a smaller one), so its upper bound is 2n − 1.

Upper bound on the minimum number of moves to complete
the k-Tower of Hanoi Puzzle whenever k = (n− 1)

This puzzle requires the same number of moves as the k = (n−0) puzzle because
a disk can be placed on top of a smaller disk provided the bottom k = (n− 1)
disks are the largest in that stack. If this condition is true, then there is only
one disk that is not in the stack of (n − 1) disks. Thus, there does not exist
another disk that can be placed on top of some smaller disk.

Upper bound on the minimum number of moves to complete
the k-Tower of Hanoi Puzzle whenever k = (n− 2)

Once again, this puzzle requires the same number of moves as the k = (n − 0)
puzzle because the only time we can place disks out of order is whenever we
have a stack of (n − 2) disks with the two remaining disks being smaller than
each of the (n− 2) disks. Obviously the only configurations that allow this are
the beginning and ending configurations, but these configurations are fixed.
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Upper bound on the minimum number of moves to complete
the k-Tower of Hanoi Puzzle whenever k = (n− 3)

This puzzle has a bound of 2n − 3. Notice that this is 2 fewer moves than using
the classic rules. So, there are two places in the k = (n− 3) case where a move
is saved as compared to the k = (n − 2) case. The saves occur when we are
building a stack of (n−1) disks. We complete this puzzle differently based upon
whether n is even or odd.

• If n is even, we make moves using the classic rules until we reach the
configuration where the first peg contains the nth and (n − 1)st largest,
and the largest disks; the third peg contains no disks; and the second peg
contains the remainder of the disks.

• If n is odd, we make moves using the classic rules until we reach the
configuration where the first peg contains largest disk; the third peg
contains the nth and (n − 1)st largest disks; and the second peg contains
the remainder of the disks.

Next, we flip the nth and (n−1)st largest disks onto the second peg, which saves
1 move, getting us to the midpoint. Then we move the largest disk onto the
third peg. Next, we reverse the steps prior to moving the largest disk, which
saves 1 more move and completes the puzzle. See Figure 1.

Figure 1: Upper Bound for k = (n−3). Whenever n = 4, the disk labelled n−2
coincides with the disk labelled 2.

Thus, it takes

(2n − 1)− 1− 1 = 2n − 3

moves to complete the puzzle.
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Upper bound on the minimum number of moves to complete
the k-Tower of Hanoi Puzzle whenever k = (n− 4)

To obtain this bound, we will divide it into the following steps.

• Building a stack of 3

• Building stacks of 4, 5, . . . , (n− 3)

• Building a stack of (n− 2)

• Building a stack of (n− 1)

• Building a stack of n

Note that this bound assumes a starting number of disks n > 7.

From the starting configuration, we build a stack of 3 disks using the classic
rules. Thus, it takes 23 − 1 = 7 moves. See Figure 2.

Figure 2: Building a Stack of 3 Disks

Next, we build stacks of 4, 5, . . ., (n− 3) using the classic rules until we reach
a configuration where we can take advantage of the rule involving k. This
configuration occurs, for each of these stacks, right before we are to place the
2nd largest disk of the stack we are building onto the largest disk of the stack
we are building. Building a stack of 4 disks illustrates this concept immediately.
We first move the (n − 3)rd largest disk (this is the largest disk in the stack of
4 that we are building) from the source peg onto the intermediate peg. Notice
that because k = (n−4) and because we have (n−4) disks on the source peg, we
can flip 2 disks from the destination peg to the source peg, which saves 1 move.
Next, we move the (n−2)nd largest disk (this is the 2nd largest disk in the stack
of 4 that we are building) from the destination peg onto the intermediate peg.
We then flip 2 disks from the source peg onto the intermediate peg, which saves
1 more move. We have now completed the stack of 4 disks and we have saved
2 moves. See Figure 3.
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Figure 3: Building a Stack of 4 Disks. Whenever n = 7, the disk labelled n− 4
coincides with the disk labelled 3.

For the next stacks of 5, 6, . . . , (n− 3) disks we repeat this process.

• For a stack of an even number of disks, we make moves using the classic
rules until we reach a configuration where the destination peg contains the
nth and (n− 1)st largest disks and the 2nd largest disk of the stack we are
building; the intermediate peg contains only the largest disk of the stack
we are building; and the source peg contains the remainder of the disks.

• For a stack of an odd number of disks, we make moves using the classic
rules until we reach a configuration where the destination peg contains
the nth and (n− 1)st largest disks and the largest disk of the stack we are
building; the intermediate peg contains only the 2nd largest disk of the
stack we are building; and the source peg contains the remainder of the
disks.

Next, we flip the nth and (n−1)st largest disks onto the source peg, which saves
1 move. Then we move the 2nd largest disk of the stack we are building onto
the largest disk of the stack we are building. Next, we flip the nth and (n− 1)st

largest disks from the source peg onto the intermediate peg, which saves 1 more
move. We then use the classic rules to finish building the stack. So, whenever
we are building these stacks, we save 2 moves from the two times that we flip
disks and the other moves are done according to the classic rules. See Figure 4.

Thus, it takes

(1+23−1−2)+(1+24−1−2)+· · ·+(1+2n−4−1−2) =

n−4∑

i=3

(2i−2) =
1

8
(32+2n−16n)

moves to build stacks of 4, 5,. . ., (n− 3) disks.
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Figure 4: Overview of Building Stacks of 4, 5, · · · , (n − 3) Disks. Notice that
the pegs for the final configuration are fixed and are labelled accordingly.

Next, we wish to build a stack of (n− 2) disks.

• If n is even, we begin by making moves using the classic rules until we
reach a configuration where the second peg contains the nth and (n− 1)st

largest disks on top of the 4th largest disk; the third peg contains only the
3rd largest disk; and the first peg contains the remainder of the disks.

• If n is odd, we begin by making moves using the classic rules until we
reach a configuration where the second peg contains only the 4th largest
disk; the third peg contains the nth and (n − 1)st largest disks on top of
the 3rd largest disk; and the first peg contains the remainder of the disks.

Then we flip the nth and (n− 1)st largest disks onto the first peg, which saves
1 move. Next, we move the 4th largest disk onto the third peg.

• If n is even, we flip the nth and (n− 1)st largest disks onto the third peg.

• If n is odd, we flip the nth and (n− 1)st largest disks onto the second peg.

This flip saves 1 more move.

• If n is even, we make moves using the classic rules until we reach a
configuration where the first peg contains the nth and (n − 1)st largest,
the 2nd largest, and the largest disks; the second peg contains no disks;
and the third peg contains the remainder of the disks.

• If n is odd, we make moves using the classic rules until we reach a
configuration where the first peg contains the 2nd largest and the largest
disks; the second peg contains the nth and (n− 1)st largest disks; and the
third peg contains the remainder of the disks.
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Then we flip the nth and (n − 1)st largest disks onto the third peg. This flip
saves 1 more move and completes the stack of (n− 2). See Figure 5.

Figure 5: Overview of Building a Stack of (n− 2) Disks

Thus, we save 3 moves and it takes

1 + (2n−3 − 1)− 1− 1− 1 = 2n−3 − 3

moves to build this stack.

We now form a stack of (n− 1) disks. We start by moving the 2nd largest disk
from the first peg onto the second peg.

• If n is even, we flip the nth and (n−1)st largest disks onto the second peg.

• If n is odd, we flip the nth and (n− 1)st largest disks onto the first peg.
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This flip saves 1 move.

• If n is even, we follow the classic rules until we reach a configuration where
the second peg contains the nth and (n− 1)st largest, and the 2nd largest
disk; the third peg contains the 3rd largest disk; and the first peg contains
the remaining disks.

• If n is odd, we follow the classic rules until we reach a configuration where
the second peg contains only the 2nd largest disk; the third peg contains
the nth and (n − 1)st largest, and the 3rd largest disk; and the first peg
contains the remaining disks.

We then flip the nth and (n− 1)st largest disks onto the first peg. This saves 1
more move. Next, we move the 3rd largest disk onto the second peg.

• If n is even, we flip the nth and (n− 1)st largest disks onto the third peg.

• If n is odd, we flip the nth and (n− 1)st largest disks onto the second peg.

This saves us 1 more move.

• If n is even, we follow the classic rules until we reach the configuration
where the first peg contains the nth, (n− 1)st and (n− 2)nd largest disks
and the largest disk; the third peg contains no disks; and the second peg
contains the remaining disks.

• If n is odd, we follow the classic rules until we reach the configuration
where the first peg contains only the largest disk; the third peg contains
the nth, (n− 1)st and (n− 2)nd largest disks; and the second peg contains
the remaining disks.

We flip the nth, (n− 1)st, and (n− 2)nd largest disks onto the second peg. This
saves 4 more moves and completes the stack of (n− 1). See Figure 6.

We have now reached the midpoint. So far we have made

(
7 +

1

8
(32 + 2n − 16n) + (2n−3 − 3) + (2n−2 − 7)

)
=

(
2n

2
− 2n+ 1

)

moves.

Now, we wish to form a stack of n. We do this by moving the largest disk
onto the third peg and then reversing the previous steps for building stacks of
1, 2, . . . , (n− 1). See Figure 7.
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Figure 6: Overview of Building a Stack of (n− 1) Disks
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Figure 7: Overview of Building a Stack of n Disks

Thus, to build this stack it takes

1 +

(
2n

2
− 2n+ 1

)

moves.

Therefore, to complete the puzzle, it takes

(
2n

2
− 2n+ 1

)
+ 1 +

(
2n

2
− 2n+ 1

)
= 2n − 4n+ 3

moves.

Upper bound on the minimum number of moves to complete
the k-Tower of Hanoi Puzzle whenever k = (n− 5)

To obtain this bound, we will divide it up into the following steps.

• Building a stack of 3

• Building a stack of 4

• Building stacks of 5, 6, . . . , (n− 4)

• Building a stack of (n− 3)

• Building a stack of (n− 2)

• Building a stack of (n− 1)

• Building a stack of n

Note that this bound assumes a starting number of disks n > 9.

From the starting configuration, we build a stack of 3 disks using the classic
rules. Thus, it takes 23 − 1 = 7 moves. See Figure 8.
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Figure 8: Building a Stack of 3 Disks

Next, we build a stack of 4 in the same manner that we built a stack of 4 in the
bound for k = (n− 4). This takes 6 moves, as before. See Figure 9.

Figure 9: Building a Stack of 4 Disks

We now wish to build stacks of 5, 6, . . . , (n − 4). These stacks are built in a
similar manner that stacks of 4, 5, . . . , (n− 3) for k = (n− 4) were built. Since
k = (n − 5), we now only need a stack of (n − 5) in order to take advantage
of the special rule involving k. As a result, we can flip 3 disks onto stacks of
(n − 5) instead of flipping 2 disks onto stacks of (n − 4) (as we did whenever
k = (n − 4)). For a flip of 3 disks, we save 4 moves each time. So, we build
stacks of 4, 5, . . ., (n−3) by using the classic rules until we reach a configuration
where we can take advantage of the rule involving k. This configuration occurs,
for each of these stacks, right before we are to place the 2nd largest disk of the
stack we are building onto the largest disk of the stack we are building. Building
a stack of 5 illustrates this concept immediately. We first relocate the (n− 4)th

largest disk (this is the largest disk in the stack of 5 that we are building) from
the source peg onto the destination peg. Notice that because k = (n − 5) and
because we have (n − 5) disks on the source peg, we can flip 3 disks from the
intermediate peg to the source peg, which saves 4 moves. Next, we move the
(n − 3)rd largest disk (this is the 2nd largest disk in the stack of 5 that we are
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building) from the intermediate peg onto the destination peg. We then flip 3
disks from the source peg onto the destination peg, which saves 4 more moves.
We have now completed the stack of 5 disks and we have saved 8 moves. See
Figure 10.

Figure 10: Building a Stack of 5 Disks

For the next stacks of 6, 7, . . . , (n− 4) disks we repeat this process. For each of
these stacks, we begin by making moves using the classic rules until we reach a
configuration where the source peg contains every disk except: the largest disk
of the stack we are building, the 2nd largest disk of the stack we are building,
and the nth, (n−1)st and (n−2)nd largest disks. Moreover, the nth, (n−1)st and
(n− 2)nd largest disks must be on a peg with only the largest disk of the stack
we are building or the 2nd largest disk of the stack we are building. Note that
where these disks are depends on whether the stack we are building contains
an odd or an even number of disks. For example, when building a stack of 5
disks, the nth, (n − 1)st and (n − 2)nd largest disks will be on the 2nd largest
disk of the stack we were building. When building a stack of 6, they will be on
largest disk of the stack we are building. Now, because we have (n − 5) disks
on the source peg, we can take advantage of the special rule involving k. So,
flip the nth, (n − 1)st and (n − 2)nd largest disks onto the source peg, which
saves 4 moves. Move the 2nd largest disk of the stack we are building onto the
largest disk of the stack we are building, and then flip the nth, (n − 1)st and
(n− 2)nd largest disks from the source peg onto one of the other pegs (if we are
building a stack of an even number of disks, we flip the disks onto the empty
peg, otherwise we flip the disks onto the peg containing disks), which saves 4
more moves. We then use the classic rules to finish building the stack. So,
whenever we are building these stacks, we save 4 moves from the two times that
we flip disks and the other moves are done according to the classic rules. See
Figure 11.
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Figure 11: Overview of Building Stacks of 5, 6, · · · , (n − 4) Disks. Whenever
n = 9, the disk labelled n− 6 coincides with the disk labelled 3.

So, to build all of these stacks, it takes

(1 + 24 − 1− 8) + · · ·+ (1 + 2n−5 − 1− 8) =

n−5∑

i=4

(2i − 8) =
(2n − 128n+ 768)

16

moves.

Now we want to build a stack of (n − 3) disks. We start by moving the 4th

largest disk onto the second peg.

• If n is even, we follow the classic rules until we reach the configuration
where the second peg contains only the 4th largest disk; the third peg
contains the nth, (n− 1)st and (n− 2)nd largest disks and the 5th largest
disk; and the first peg contains the remainder of the disks.

• If n is odd, we follow the classic rules until we reach the configuration
where the second peg contains the nth, (n − 1)st and (n − 2)nd largest
disks and 4th largest disk; the third peg contains only the 5th largest disk;
and the first peg contains the remainder of the disks.

We then flip the nth, (n − 1)st and (n − 2)nd largest disks onto the first peg,
which saves 4 moves. Next, we move the 5th largest disk onto the second peg.

• If n is even, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
first peg onto the second peg.

• If n is odd, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
first peg onto the third peg.

This flip saves 4 more moves.
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• If n is even, we make moves using the classic rules until we reach the
configuration where the first peg contains the largest, 2nd largest and 3rd

largest disks; the third peg contains the nth and (n − 1)st largest disks;
and the second peg contains the remainder of the disks.

• If n is odd, we make moves using the classic rules until we reach the
configuration where the first peg contains the nth and (n − 1)st largest,
3rd largest, 2nd largest and largest disks; the third peg contains no disks;
and the second peg contains the remainder of the disks.

Then we flip the nth and (n−1)st largest disks onto the second peg, which saves
1 more move.See Figure 12.

Figure 12: Overview of Building a Stack of (n− 3) Disks. Whenever n = 9, the
disk labelled n− 6 coincides with the disk labelled 3.
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This completes the stack of (n− 3) disks and it takes 1 + (2n−4 − 1)− 9 moves.

Now we want to build a stack of (n − 2) disks. We begin by moving the 3rd

largest disk onto the third peg.

• If n is even, we flip the nth and (n− 1)st largest disks from the second peg
onto the first peg.

• If n is odd, we flip the nth and (n− 1)st largest disks from the second peg
onto the third peg.

This flip saves 1 move.

• If n is even, we follow the classic rules until we reach the configuration
where the second peg contains only the 4th largest disk; the third peg
contains the nth, (n− 1)st and (n− 2)nd largest disks and the 3rd largest
disk; and the first peg contains the remainder of the disks.

• If n is odd, we follow the classic rules until we reach the configuration
where the second peg contains the nth, (n − 1)st and (n − 2)nd largest
disks and 4th largest disk; the third peg contains only the 3rd largest disk;
and the first peg contains the remainder of the disks.

We then flip the nth, (n− 1)st and (n− 2)nd largest disks onto the first peg and
save 4 more moves. Now, we move the 4th largest disk onto the third peg.

• If n is even, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
first peg onto the second peg.

• If n is odd, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
first peg onto the third peg.

This flip saves 4 more moves.

• If n is even, we follow the classic rules until we reach the configuration
where the first peg contains the 2nd largest and the 1st largest disks; the
second peg contains the nth, (n− 1)st and (n− 2)nd largest disks; and the
third peg contains the remainder of the disks.

• If n is odd, we follow the classic rules until we reach the configuration
where the first peg contains the nth, (n − 1)st and (n − 2)nd largest, the
2nd largest and the 1st largest disks; the second peg contains no disks; and
the third peg contains the remainder of the disks.

Next, we flip the nth, (n − 1)st and (n − 2)nd largest disks onto the third peg,
which saves 4 more moves. See Figure 13.
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Figure 13: Overview of Building a Stack of (n− 2) Disks. Whenever n = 9, the
disk labelled n− 6 coincides with the disk labelled 3.
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This completes the stack of (n− 2) disks and it takes

1 + (2n−3 − 1)− 1− 4− 4− 4 = 2n−3 − 13

moves.

Next, to build a stack of (n−1) disks, we will divide this step up into two parts.
For the first part, we start by moving the 2nd largest disk onto the second peg.

• If n is even, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
third peg onto the first peg.

• If n is odd, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
third peg onto the second peg.

This flip saves 4 moves.

• If n is even, we follow the classic rules until we reach the configuration
where the first peg contains only the largest disk; the third peg contains
the nth and (n− 1)st largest disks, the 4th largest disk and the 3rd largest
disk; and the second peg contains the remainder of the disks.

• If n is odd, we follow the classic rules until we reach the configuration
where the first peg contains the nth and (n − 1)st largest disks and the
largest disk; the third peg contains the 4th largest and the 3rd largest
disks; and the second peg contains the remainder of the disks.

See Figure 14.

We flip the nth and (n − 1)nd largest disks onto the second peg, which saves 1
more move. Next, we move the 4th largest disk from the third peg onto the first
peg.

• If n is even, we flip the nth and (n− 1)st largest disks from the second peg
onto the first peg.

• If n is odd, we flip the nth and (n− 1)st largest disks from the second peg
onto the third peg.

This flip saves 1 more move.

• If n is even, we follow the classic rules until we reach the configuration
where the second peg contains only the 2nd largest disk; the third peg
contains the nth, (n− 1)st and (n− 2)nd largest disks and the 3rd largest
disk; and the first peg contains the remainder of the disks.

• If n is odd, we follow the classic rules until we reach the configuration
where the second peg contains the nth, (n − 1)st and (n − 2)nd largest
disks and the 2nd largest disk; the third peg contains only the 3rd largest
disk; and the first peg contains the remainder of the disks.

See Figure 15.
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Figure 14
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Figure 15

We then flip the nth, (n− 1)st and (n− 2)nd largest disks onto the first peg and
save 4 more moves. Then we move the 3rd largest disk from the third peg onto
the second peg.

• If n is even, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
first peg onto the second peg.

• If n is odd, we flip the nth, (n− 1)st and (n− 2)nd largest disks from the
first peg onto the third peg.

This flip saves 4 more moves. See Figure 16.
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Figure 16

This concludes the first part of this step. Now we begin the second part of this
step.

• If n is even, we make moves using the classic rules until we reach a
configuration where the first peg contains the 5th largest, 4th largest, and
largest disks; the third peg contains the nth largest and (n − 1)st largest
disks; and the second peg contains the remainder of the disks.

• If n is odd, we make moves using the classic rules until we reach a
configuration where the first peg contains the nth largest, (n−1)st largest,
5th largest, 4th largest, and largest disks; the third peg contains no disks;
and the second peg contains the remainder of the disks.

Then we flip the nth largest and (n − 1)st largest disks onto the second peg,
which saves 1 more move. We then move the 5th largest disk onto the third peg.

• If n is even, we flip the nth largest and the (n− 1)st largest onto the first
peg.

• If n is odd, we flip the nth largest and the (n− 1)st largest onto the third
peg.

This flip saves 1 more move. See Figure 17.
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Figure 17

Next, we make a similar sequence of moves.

• If n is even, we make moves using the classic rules until we reach a
configuration where the first peg contains only the largest disk; the third
peg contains the nth largest, (n − 1)st largest, 6th largest and 5th largest
disks; and the second peg contains the remainder of the disks.

• If n is odd, we make moves using the classic rules until we reach a
configuration where the first peg contains the nth largest, (n−1)st largest,
and largest disks; the third peg contains the 6th largest and 5th largest
disks; and the second peg contains the remainder of the disks.

Then we flip the nth largest and (n − 1)st largest disks onto the second peg,
which saves 1 more move. We then move the 6th largest disk onto the first peg.

• If n is even, we flip the nth largest and the (n− 1)st largest onto the first
peg.

• If n is odd, we flip the nth largest and the (n− 1)st largest onto the third
peg.

This flip saves 1 more move. See Figure 18.
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Figure 18

Notice that in Figure 17, we took advantage of the special rule involving k
whenever we had the 4th largest and 5th largest disks together on a peg separate
from a stack of (n−5) disks. Also, in Figure 18, we took advantage of the special
rule involving k whenever we had the 5th largest and 6th largest disks together on
a peg separate from a stack of (n− 5) disks. In general, we can take advantage
of the special rule involving k whenever we have a jth largest and (j + 1)st

largest disk together on a peg separate from a stack of (n − 5) disks, where
4 6 j 6 (n− 4). That is,

• If n is even and j is even, we make moves using the classic rules until we
reach the configuration where the first peg contains the (j + 1)st largest,
jth largest, and largest disks; the third peg contains the nth largest and
the (n − 1)st largest disks; and the second peg contains the remainder of
the disks.

• If n is even and j is odd, we make moves using the classic rules until we
reach the configuration where the first peg contains only the largest disk;
the third peg contains the nth largest, (n − 1)st largest, (j + 1)st largest
and jth largest disks; and the second peg contains the remainder of the
disks.
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Then we flip the nth largest and the (n− 1)st largest disks onto the second peg,
which saves 1 more move.

• If j is even, we move the (j + 1)st largest disk onto the third peg.

• If j is odd, we move the (j + 1)st largest disk onto the first peg.

Next, we flip the nth largest and the (n − 1)st largest disks onto the first peg,
which saves 1 more move. See Figure 19.

Figure 19: Moves made for 4 6 j 6 (n − 4) whenever n is even. The disks on
the second peg are uniquely determined by the disks depicted on the other two
pegs.
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Otherwise,

• If n is odd and j is even, we make moves using the classic rules until
we reach the configuration where the first peg contains the nth largest,
(n− 1)st largest, (j + 1)st largest, jth largest, and largest disks; the third
peg contains no disks; and the second peg contains the remainder of the
disks.

• If n is odd and j is odd, we make moves using the classic rules until
we reach the configuration where the first peg contains the nth largest,
(n− 1)st largest, and the largest disk; the third peg contains the (j +1)st

largest and jth largest disks; and the second peg contains the remainder
of the disks.

Then we flip the nth largest and the (n− 1)st largest disks onto the second peg,
which saves 1 more move.

• If j is even, we move the (j + 1)st largest disk onto the third peg.

• If j is odd, we move the (j + 1)st largest disk onto the first peg.

Next, we flip the nth largest and the (n− 1)st largest disks onto the third peg,
which saves 1 more move. See Figure 20.

Notice that because we use values of j = 4, 5, 6, . . . , (n − 4), there are (n − 7)
distinct values of j. Thus, we will have (n − 7) pairs of j and (j + 1) where
we can take advantage of the special rule involving k. Also, for each of these
pairs we save 2 moves. Thus, we will save 2(n − 7) moves after we have made
these sequences of moves, as depicted in Figure 21, we reach the following
configuration:

• If n is even, we reach the configuration where the first peg contains the nth

largest, (n− 1)st largest, (n− 4)th largest and the largest disks; the third
peg contains only the (n− 3)rd largest disk; and the second peg contains
the remainder of the disks.

• If n is odd, we reach the configuration where the first peg contains the
(n − 3)rd largest and the largest disk; the third peg contains the nth,
(n − 1)st, and (n − 4)th largest disks; and the second peg contains the
remainder of the disks.

Next,

• If n is even, we make moves using the classic rules until we reach the
configuration where the first peg contains only the largest disk; the third
peg contains the nth largest, (n−1)st largest, (n−2)nd largest and (n−3)rd

largest disks; and the second peg contains the remainder of the disks.

• If n is odd, we make moves using the classic rules until we reach the
configuration where the first peg contains the nth largest, (n−1)st largest,
(n− 2)nd largest and (n− 3)rd largest disks and the largest disk; the third
peg contains no disks; and the second peg contains the remainder of the
disks.
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Figure 20: Moves made for 4 6 j 6 (n − 4) whenever n is odd. The disks on
the second peg are uniquely determined by the disks depicted on the other two
pegs.

Next, we flip the nth, (n − 1)st, (n − 2)nd and (n − 3)rd largest disks onto the
second peg, which saves 11 more moves. See Figure 22.
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Figure 21

Figure 22
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This completes the stack of (n− 1) disks and it takes

1 + (2n−2 − 1)− 4− 1− 1− 4− 4− 2(n− 7)− 11 = 2n−2 − 2n− 11

moves.

Now, we wish to form a stack of n. We do this by moving the largest disk
onto the third peg and then reversing the previous steps for building stacks of
1, 2, . . . , (n− 1). Thus, it takes

1+
(
7 + 6 + 1

16 (2
n − 128n+ 768) + (2n−4 − 9) + (2n−3 − 13) + (2n−2 − 2n− 11)

)
=

1 +
(
2n

2 − 10n+ 28
)

moves to build this stack. See Figure 23.

Figure 23: Overview of Building a Stack of n Disks

Therefore, it takes

(
2n

2
− 10n+ 28

)
+ 1 +

(
2n

2
− 10n+ 28

)
= 2n − 20n+ 57

moves to complete the puzzle.

Upper bound on the minimum number of moves

to complete the k-Tower of Hanoi Puzzle whenever
k = 3

We now look at the k-Tower of Hanoi puzzle whenever k = 3. We skip to k = 3
because upper bounds on the minimum number of moves required to complete
the k-Tower of Hanoi puzzle whenever k = 1 and k = 2 are known. An upper
bound of n2 − n + 1 is shown in [2] whenever k = 1, and an upper bound of
2n2 − 4n+ 1 whenever k = 2 is shown in [1].
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Rules for the k-Tower of Hanoi Puzzle Whenever k = 3

• Disks can only be moved one at a time.

• Only the top disk on a stack can be moved from that peg.

• A disk can be moved on top of a smaller one provided that the three disks
on the bottom of that stack are the largest on that peg (with the largest
disk on the bottom, the second largest disk on top of that one, and the
third largest disk on top of that one).

The upper bound, T3(n), for the minimum number of moves required to complete
the k-Tower of Hanoi puzzle with n disks whenever k = 3 is

T3(n) =





2n − 1 if n = 3, 4, 5
61 if n = 6
103 if n = 7
161 if n = 8
2n2 + 24n− 153 if n > 9.

Notice that for the cases of n = 3, 4, 5, 6, 7, we just refer back to the bounds
from Section 3 for k = n − x for x = 0, 1, 2, 3, 4 respectively, to obtain bounds
of 7, 15, 31, 61 and 103 moves, respectively. We begin with the case of n > 9.

Theorem 1. The optimal solution for the k-Tower of Hanoi puzzle for n > 9
disks whenever k = 3 has an upper bound of T3(n) = 2n2 + 24n− 153.

Proof. To obtain this bound, we will divide it up into the following steps.

• Building a stack of 3

• Building stacks of 4, 5, · · · , (n− 4)

• Building a stack of (n− 3)

• Building a stack of (n− 2)

• Building a stack of (n− 1)

• Building a stack of n

Note that this bound assumes a starting number of disks n > 9. Also, for the
previous bounds, we focused on totaling the number of saves at various steps in
completing those puzzles and then subtracting these saves from the number of
moves that would have been made when using only the classic rules. However,
to obtain the bound for k = 3, we will simply total the number of moves that
we make as we complete the puzzle.
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Building a Stack of 2 Disks:

We build a stack of 3 disks on the destination peg using the classic rules. This
takes 7 moves.

Building Stacks of 4, 5, · · · , (n− 4) Disks:

To build a stack of 4 disks, we move the (n− 3)rd largest disk from the source
peg onto the intermediate peg. This takes 1 move. Then we flip the nth and
(n− 1)st largest disks from the destination peg onto the source peg. This takes
2 moves. We then move the (n−2)nd largest disk from the destination peg onto
the intermediate peg. This takes 1 move. Next, we flip the nth and (n − 1)st

largest disks from the source peg onto the intermediate peg. This takes 2 moves.
Thus, it takes

1 + 2 + 1 + 2 = 2(3)

moves to build a stack of 4 disks. See Figure 24.

Figure 24: Overview of Building a Stack of 4 Disks

We repeat this same process to build the next stack of 5 disks. We begin by
moving the (n− 4)th largest disk from the source peg onto the destination peg.
We then flip all disks, except the (n − 3)rd largest disk, from the intermediate
peg onto the source peg. This takes 3 moves. We then move the (n−3)rd largest
disk onto the destination peg. This takes 1 move. Next, we flip the same disks
that were flipped onto the source peg, onto the destination peg. This takes
another 3 moves, and gives us a stack of 5. Thus, it takes

1 + 3 + 1 + 3 = 2(4)

moves to build a stack of 5 disks. See Figure 25.

Recreational Mathematics Magazine, Number 7, pp. 79–118
DOI 10.1515/rmm–2017–0005



110 several bounds for the k-tower of hanoi puzzle

Figure 25: Overview of Building a Stack of 5 Disks

In general, to build a stack of x disks, for 4 6 x 6 (n − 4), it takes 1 move to
relocate the largest disk of the stack we are building, (x−2) moves to flip disks,
1 move to put the 2nd largest disk of the stack we are building onto the largest
disk of the stack we are building, and (x− 2) more moves to flip the remaining
disks onto the stack we are building. That is, it takes

1 + (x− 2) + 1 + (x − 2) = 2(x− 1)

moves to build a stack of x disks. See Figure 26.

Figure 26: Overview of Building a Stack of x Disks. Stacks of an even number
of disks will be on the intermediate peg and stacks of an odd number of disks
will be on the destination peg. The final stack of (n − 4) disks will be on the
third peg.
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So, it takes
n−4∑

i=4

(2(i− 1)) = n2 − 9n+ 14

moves to build stacks of 4, 5, . . . , (n− 4).

Building a Stack of (n− 3) Disks:

After building a stack of (n − 4) disks, we reach the configuration where the
first peg contains the 4th, 3rd, 2nd, and largest disks; the second peg contains no
disks; and the third peg contains the remainder of the disks. We now need to
build a stack of (n− 3) disks, and we start by moving the 4th largest disk onto
the second peg. This takes 1 move. Next, we flip the top (n− 5) disks from the
third peg onto the first peg. This takes (n − 5) moves. Then we move the 5th

largest disk from the third peg onto the second peg. This takes 1 move. Next,
we move the 6th largest disk from the first peg onto the second peg. This takes
1 move. Then we move the 7th largest disk onto the third peg. This takes 1
move. We then flip (n− 7) disks from the first peg onto the second peg, which
takes (n − 7) moves. Lastly, we move the 7th largest disk from the third peg
onto the second peg, giving us a stack of (n− 3) disks. See Figure 27.

Figure 27: Overview of Building a Stack of (n− 3) Disks. Notice that we make
a counterintuitive move by taking out the 7th largest disk. Doing this will save
many moves in the long term.
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Thus, it takes

1 + (n− 5) + 1 + 1 + 1 + (n− 7) + 1 = 2n− 7

moves to build a stack of (n− 3) disks.

Building a Stack of (n− 2) Disks:

We now build a stack of (n− 2) disks. First, we move the 3rd largest disk onto
the third peg. This takes 1 move. Next, move the 7th largest disk from the
second peg onto the first peg. This takes 1 move. Flip (n − 7) disks from the
second peg onto the first peg. This takes (n − 7) moves. Move the 6th largest
disk from the second peg onto the third peg. This takes 1 move. Flip (n − 7)
disks from the first peg onto the second peg. This takes (n − 7) moves. Move
the 7th largest disk from the first peg onto the third peg. This takes 1 move.
Flip (n − 7) disks from the second peg onto the third peg. This takes (n − 7)
moves. Move the 5th largest disk from the second peg onto the first peg. This
takes 1 move. Move the 8th largest disk from the third peg onto the second
peg. This takes 1 move. Flip (n − 8) disks from the third peg onto the first
peg. This takes (n − 8) moves. Move the 8th largest disk from the second peg
onto the first peg. This takes 1 move. Flip the 7th largest and 6th largest disks
from the third peg onto the first peg. This takes 2 moves. Move the 4th largest
disk from the second peg onto the third peg. This takes 1 move. Flip (n − 5)
disks from the first peg onto the second peg. This takes (n − 5) moves. Move
the 5th largest disk from first peg onto the third peg. This takes 1 move. Flip
(n− 5) disks from the second peg onto the third peg. This takes (n− 5) moves
and completes the stack of (n− 2) disks. See Figure 28.

Thus, it takes

1+1+(n−7)+1+(n−7)+1+(n−7)+1+1+(n−8)+1+2+1+(n−5)+1+(n−5) =
6n− 28

moves to build stack of (n− 2) disks.

Building a Stack of (n− 1) Disks:

We now build a stack of (n− 1) disks. Due to the length of this step, we break
the sequence of moves up into three sections. We start by moving the 2nd largest
disk from the first peg onto the second peg. This takes 1 move. Then we flip
the 6th largest and 7th largest disks from the third peg to the first peg. This
takes 2 moves. Move the 8th largest disk from the third peg onto the second
peg. This takes 1 move. Flip (n − 8) disks from the third peg onto the first
peg. This takes (n − 8) moves. Move the 8th largest disk from the second peg
onto the first peg. This takes 1 move. Move the 5th largest disk from the third
peg onto the second peg. This takes 1 move. Flip (n − 7) disks from the first
peg onto the second peg. This takes (n − 7) moves. Move the 7th largest disk
from the first peg onto the third peg. This takes 1 move. Flip (n − 7) disks
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Figure 28: Overview of Building a Stack of (n− 2) Disks. Whenever n = 9, the
disk labelled n coincides with the disk labelled 9.

from the second peg onto the third peg. This takes (n − 7) moves. Move the
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6th largest disk from the first peg onto the second peg. This takes 1 move. Flip
(n− 7) disks from the third peg onto the second peg. This takes (n− 7) moves.
Move the 7th largest disk from the third peg onto the second peg. This takes
1 move. Move the 4th largest disk from the third peg onto the first peg. This
takes 1 move. Flip (n − 6) disks from the second peg onto the first peg. This
takes (n− 6) moves. See Figure 29.

Move the 6th largest disk from the second peg onto the third peg. This takes 1
move. Figure 30 will begin after this move is made.

Figure 29
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Flip (n − 7) disks from the first peg onto the second peg. This takes (n − 7)
moves. Move the 7th largest disk from the first peg onto the third peg. This
takes 1 move. Flip (n− 7) disks from the second peg onto the third peg. This
takes (n − 7) moves. Move the 5th largest disk from the second peg onto the
first peg. This takes 1 move. Flip (n − 7) disks from the third peg onto the
first peg. This takes (n − 7) moves. Flip the 7th largest and 6th largest disks
from the third peg onto the first peg. This takes 2 move. Move the 3rd largest
disk from the third peg onto the second peg. This takes 1 move. Move the 6th

largest disk from the first peg onto the second peg. This takes 1 move. Move
the 7th largest disk from the first peg onto the third peg. This takes 1 move.
Flip (n − 7) disks from the first peg onto the second peg. This takes (n − 7)
moves. Move the 7th largest disk from the third peg onto the second peg. This
takes 1 move. Move the 5th largest disk from the first peg onto the third peg.
This takes 1 move. Move the 7th largest disk from the second peg onto the first
peg. This takes 1 move. Move the 8th largest disk from the second peg onto the
third peg. This takes 1 move. See Figure 30.

Flip (n − 8) disks from the second peg onto the first peg. This takes (n − 8)
moves. Figure 31 will begin after this move is made.
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Figure 30
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Move the 8th largest disk from the third peg onto the first peg. This takes 1
move. Move the 6th largest disk from the second peg onto the third peg. This
takes 1 move. Flip (n − 7) disks from the first peg onto the second peg. This
takes (n− 7) moves. Move the 7th largest disk from the first peg onto the third
peg. This takes 1 move. Flip (n− 7) disks from the second peg onto the third
peg. This takes (n− 7) moves. Move the 4th largest disk from the first peg onto
the second peg. This takes 1 move. Flip (n − 4) disks from the third peg onto
the second peg. This takes (n− 4) moves. See Figure 31.

Figure 31

Thus, it takes

1+2+1+(n-8)+1+1+(n-7)+1+(n-7)+1+(n-7)+1+1+(n-6)+1+(n-7)+1+(n-7)+1
+(n-7)+2+1+1+1+(n-7)+1+1+1+1+(n-8)+1+1+(n-7)+1+(n-7)+1+(n-4)=13n-63

moves to build a stack of (n− 1) disks.

Recreational Mathematics Magazine, Number 7, pp. 79–118
DOI 10.1515/rmm–2017–0005



118 several bounds for the k-tower of hanoi puzzle

Building a Stack of n Disks:

Now, we wish to form a stack of n. We do this by moving the largest disk
onto the third peg and then reversing the previous steps for building stacks of
1, 2, · · · , (n− 1). Thus, it takes

1+
(
7 + (n2 − 9n+ 14) + (2n− 7) + (6n− 28) + (13n− 63)

)
= 1+(n2+12n−77)

to build a stack of n disks. See Figure 32.

Figure 32: Overview of Building a Stack of n Disks

Therefore, it takes

(n2 + 12n− 77) + 1 + (n2 + 12n− 77) = 2n2 + 24n− 153

moves to complete the puzzle.

The optimal solution for the k-Tower of Hanoi puzzle for n = 8 disks
whenever k = 3 has an upper bound of 161.

This can be shown by disregarding two steps for the bound of n > 9, which
gives a bound of 161.

Further Work

As the value of k increases, the number of steps needed to complete the puzzle
also increases. We have noticed a relationship between the sequences of moves
for various values of k. We can explore these relationships between the bounds
to find a general solution to the k-Tower of Hanoi puzzle for an arbitrary number
of disks and an arbitrary value of k.
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Abstract: Picaria is a traditional board game, played by the Zuni tribe of the
American Southwest and other parts of the world, such as a rural Southwest
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are slided, along specified move edges, in attempts to create the three-in-a-row.
We provide a rigorous solution, and prove that the game is a draw; moreover
our solution gives insights to strategies that players can use.

Keywords: Abstract strategy game, Alignment game, Board game, Cyclic
game, Loopy game, Luffarschack, Play-proof, Tapatan, Three-in-a-row, Three
men’s morris, Zuni tribe.

Introduction

Picaria is a traditional board game, played by the Zuni tribe of the American
Southwest and other parts of the world, such as in a rural Southwest region in
Sweden1. The game is related to the popular children’s game of Tic-tac-toe,
but it is even more related to other three-in-a-row games such as Three men’s
morris, Tapatan, Nine Holes, Achi, Tant Fant and Shisma. These latter games
are sometimes played in two phases, the first phase being placement of stones,
and the second part being sliding of stones along prescribed “move edges”. In
either case, the possibility of infinite play puts Picaria in a different class than
Tic-tac-toe.

The “blockade” games of Pong Hau K’i, from China, and Mu Torere, played
by the Māori people from the east coast of New Zealand’s North Island, are
also related (in these games, if a player cannot move, he loses); with quite few

∗Supported by the Killam trust.
1The “first” author played this game as a child with his grandparents in the village

R̊angedala close to the Swedish city Bor̊as, and the game was called “luffarschack”.
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positions, only 16 and 46 respectively, these games are solved [2] by depicting
the position graphs.

In Picaria, there are two players who alternate turns, and the goal is to be the
first player to place 3 game pieces of a kind in a row, vertically, horizontally or
diagonally. Each player has their own type of pieces, say, to use the convention
of Tic-tac-toe, X and O. In our study, we assume that player X starts. The
players alternate turn to (in phase 1) place their stones in an open space in a
3 by 3 grid. When each piece has been played in the first phase (and assuming
a non-loss so far), then player X begins the second phase by sliding one of the
three Xs to an empty adjacent node; then O slides a stone, and so on. Adjacency
here means a neighboring node, horizontally, vertically or diagonally. A game
position is declared a draw if periodicity of a pattern is forced by one of the
players. In this paper we give a constructive proof that the opening position
(the empty board) is a draw2.

Picaria was described in the literature for the first time in 1907 by the
ethnographer Stewart Culin [1]. The original board of Picaria is displayed in
Figure 1. The players place stones on the vertices of the graph and slide along
the edges. In this paper we play the game in an equivalent manner using instead
a Tic-tac-toe board.

Figure 1: The original Picaria board and a Tic-tac-toe board.

Before all stones are on the board, the number of positions coincide with those
of Tic-tac-toe. Subsequently there are 456 positions modulo symmetries (see
Section 3 for details) and many of those positions could be revisited during
the course of a game, so notably play is very different from Tic-tac-toe. Even
though a computer could be used to solve Picaria, this would not provide a
full understanding on how to play a successful strategy. In this paper we give
the explicit strategies of optimal play, which means that perfect information
players will not play to draw if they can win and they will not play to lose if
they can avoid loss. The latter idea will be useful at particular stages of our
play proofs. In optimal play, if a player revisits a position, then the game is a

2The historical popularity of the game is probably due to the fact that it is very easy to
make a single mistake and then there is a human player winner. As a children’s game, by
the author’s experience, the outcome is rarely a draw. After many plays though, over several
years, there is a kind of certainty that both players should be able to draw, and here we show
how. By this play heuristics we believe that any proof would be non-trivial.
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draw. It turns out that both players are able to draw from the initial position.
As a consequence, efficient strategies to win by for example using Fork -, Trap-,
Race-, or Zugzwang-positions (as illustrated), will not occur in optimal play

x−→
x

o x o
x o

Fork

o−→
x o
o x
x o

Trap

o−→
o

x o
x o x

Race

o−→
x o
o o x

x
Zugzwang

Note here that a game position is depicted as a game board together with a flag
for who just moved. Often however we omit the move-flag, because it is clear
by the context which play position we discuss (for example in the placement
phase of the game). For example, play just before the Trap-position involves a
bad move by X

x o
o x
x o

x−→
x o
o x
x o

o−→
x o
o x
x o
Trap

Such play does not belong to X’s strategy, and similar ideas are commonly
applied inside proofs.

A Rigorous Play-analysis of Picaria

In our convention X is the first player. We show that player O can prevent X
from winning, by forcing X to play a periodic sequence of moves. That would
prove that the game is a draw if X can prevent O from winning too. We begin
by proving that it is easy for X to avoid loss.

The second player cannot win Picaria

Theorem 1. Player O cannot win.

Proof. Player X starts by playing in the center and then there are two cases to
consider

o
x

(i)

and
x o

(ii)

For game (i)

o
x

(i)

x−→
o

x
x

o−→
o o

x
x

x−→
o x o

x
x
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o−→
o x o

x
o x
(A)

x−→
o x o

x x
o

Thus, X can force a return to the game (A), depicted above, by

o−→
x o

o x x
o

x−→
x o

o x
o x

o−→
o x o

x
o x

On the other hand, game (ii)
x o

is losing for player O, since

x o

(ii)

x−→ x o
x

o−→
o

x o
x

x−→
o

x o
x x

o−→
o

x o
x o x

and this is a Race-position, from which player X wins in two moves.

The first player cannot win playing from a Loop position

Next we analyse a special configuration which is quite recurring in the game,
called a Loop position:

o−→
o

o x x
x o

Loop

Any other symmetric position (a rotation or reflection; see for example game
(A) in the proof of Theorem 1) is also called a Loop position3. The reason for
this will be clear in the next result, Theorem 5, where we show that O prevents
X from winning the game by means of a periodic sequence of moves. Consider
that player X holds the center. This restricts the possibilities for X in that only
the two outer stones can be moves. In particular if X starts from the Loop
position, then player X cannot win, which constitutes our next lemma. When
Picaria is played by human (non-optimal) players, a player holding the center
often appears to enjoy a certain advantage. The next results also revolve around
the idea of a player either holding or leaving the center.

Lemma 2. If player X is to move and it refuses to leave the center starting
from a Loop position, then player O can force a return to this position.

3We use loop in the sense of something reappearing, although in graph theoretical terms
it would be more correct to call this a cycle.
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Proof. There are only three possible moves from a Loop-position for X, since it
holds the center.

o
o x
x x o

(A)

x o
o x
x o

(B)

o
o x x

x o
(C)

For game (A), player X gets trapped by

o
o x
x x o

(A)

o−→ o x o
x x o

So X would have no option but give up the center and clearly loses the game.
Therefore, the game (A) does not belong to X’s strategy.

Now, player O can force either of the following sequences

x o
o x
x o

(B)

o−→
x o
x

x o o
x−→

o
x x

x o o
o−→

o
o x x
x o

or

x o
o x
x

(B)

o−→
x o

o x
x o

x−→
o

o x x
x o

o−→
o

o x x
x o

which is the initial (Loop) position. Note that in the second diagram X does
not move into the Trap position. Finally,

o
o x x

x o
(C)

o−→
o

o x x
x o

Now by symmetry X moves to

x−→
o x

o x
x o

o−→
o x
x

o x o

which returns to the initial Loop-position.

The next lemma concerns a “dual” result for a Loop-position.
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Lemma 3. If O is to move from

x
x o o
o x

then O can force a Loop.

Proof. Player O begins with

x
x o o
o x

o−→
o x

x o
o x

Now X has two defense possibilities

x−→
o x
o

o x x
(A)

or
x−→

o x
x o
o x

(B)

For game (A)

o x
o

o x x
(A)

o−→
x

o o
o x x

x−→
x

x o o
o x

which is the original

position.

Similarly, for game (B)

o x
x o
o x

(B)

o−→
x

x o o
o x

x−→
x

x o o
o x

which is again the original position.

Lemma 4. If X is to move from Loop position, and it leaves the center, then
X cannot win.

Proof. Suppose first that X leaves the center in the first move. There are the
following possibilities

x o
o x
x o

(A)

o
o x
x x o

(B)

x o
o x
x o

(C)

For game (A), O can force the sequence
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x o
o x
x o

(A)

o−→

x
o o x
x o

x−→
x
o o x
x o

Now by Lemma 3, player X cannot win. If X creates game (B), then it Loses
since O can do

o
o x
x x o

(B)

o−→ o o x
x x o

x−→
x

o o
x x o

o−→
x

o o o
x x

So game (B) does not happen. For game (C), player O moves

x o
o x
x o

(C)

o−→
x o

o x
x o

If player X moves
x−→

o
x o x
x o

o−→
o

x o x
x o

by which player O wins the game. So instead X plays

x−→
x o
o x

x o
and O responds by forcing X

o−→
x o
o x

x o
x−→

x o
o

x o x

Now by Lemma 3, player X cannot win.

Suppose next that player X leaves the center but not in the first move. Now we
use the games (A), (B) and (C) from Lemma 2, and note that the only missing
case is that X leaves the center in the second move after the Loop-position (this
follows because otherwise O has already returned to Loop). Case (A) is not in
X’s strategy, and case (B) becomes instead
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x o
o x
x o

(B)

o−→
x o
x

x o o
x−→

x o
x

x o o
o−→

x o
o x

x o
x−→

x o
o

x o x

from which player O has a non-losing strategy by Lemma 3. In case (C), we get

o
o x x

x o
(C)

o−→
o

o x x
x o

x−→
x o
o x

x o

or

o
o x x

x o
(C)

o−→
o

o x x
x o

x−→
o x

o x
x o

In the first case O creates a Zugzwang by moving into the center, and in the
second case, O can trap X.

Theorem 5. Player X cannot win moving from a Loop position.

Proof. The proof follows from Lemmas 2 and 4.

Games with two stones on the board

There are three positions with exactly two stones modulo symmetries. We begin
by ruling out that player O gets to start in the center.

Lemma 6. For game

x
o

X cannot win.

Proof. We have the following possibilities for player X

x
o x

(A)

x
o

x
(B)

x
o
x
(C)

x
o

x
(D)

For game (A), player O can force a Loop by

x
o x

(A)

o−→
x

o x
o

x−→
x x

o x
o

o−→
x o x

o x
o

x−→
x o x

o
x o
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For game (B), player X must respond

x
o

x
(B)

o−→
x

o o
x

x−→
x

x o o
x

and now player O can draw the game by

x
x o o

x
o−→

x
x o o

o x
(E)

x−→
x

x o o
o x

o−→
x

x o o
o x

x−→

x

x o o

o x
which is a Loop.

For game (C), if player O forces the sequence of positions

x
o
x
(C)

o−→
x

o o
x

x−→
x

x o o
x

o−→
o x
x o o

x
x−→

o x
x o o

x

then, by Lemma 3 X cannot win. Similarly, for game (D), if O forces the
sequence

x
o

x
(D)

o−→
x

o
x o

x−→
x x

o
x o

o−→
x x
o o
x o

x−→
x
o o x
x o

Then by Lemma 3 player X cannot win.

Lemma 7. For game
o x

X cannot win.

Proof. Here player X has the possibilities

x
o x

(A)

x
o x

(B)

x
o x

(C)

x o x

(D)

Games (A) and (C) are the same games as (A) and (C) in the proof of Theorem 6.
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For game (B), player O can force X’s moves by

x
o x

(B)

o−→
x o
o x x−→

x o
o x

x
o−→

x o
o x

x o
x−→

x o
o

x o x

Then by Lemma 3, X cannot win. For game (D), player O can force X’s moves
by

x o x

(D)

o−→ x o x
o

x−→
x

x o x
o

o−→
x o

x o x
o

x−→
x o
o x

x o
o−→

x o
o o x
x

x−→
x o
o o x
x

Then, by Lemma 3, player X cannot win.

The next result deals with the most delicate position. There are some ideas
that are very interesting, that did not appear so far.

Lemma 8. For game

o
x

X cannot win.

Proof. We have the cases to check

o
x x

(A)

o
x

x
(B)

o
x
x
(C)

o
x

x
(D)

For position (A),

o
x x

(A)

o−→
o

o x x
and X has the possibilities

o
o x x

x
(1)

o
o x x

x
(2)

o
o x x
x

(3)

x o
o x x

(4)

x o
o x x

(5)
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For position 1,

o
o x x

x
(1)

o−→
o o
o x x

x

Now if

o o
o x x

x
x−→

o x o
o x

x
o−→

x o
o o x

x
and X cannot avoid a loss,

and if

o o
o x x

x
x−→

o x o
o x

x
o−→

o x o
x
o x

player O creates a Loop.

For position 2,

o
o x x

x
(2)

o−→
o o

o x x
x

x−→
x o o
o x

x
o−→

x o
o o x

x

which is a zugzwang, so no matter what player X does, it loses the game. For
position 3, player O creates a Loop by

o
o x x
x

(3)

o−→
o

o x x
x o

Position 4 forces player O to create a Loop by

x o
o x x

(4)

o−→
x o
o x x

o

For position (5)

x o
o x x

(5)

o−→
x o

o x x
o

and now player X has 3 options, disregarding symmetries
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x o
o x

o x
(i)

x o
o x

o x
(ii)

x o
o x
x o

(iii)

For (i), player O is forced to create a Loop by

x o
o x

o x
(i)

o−→
o x o

x
o x

For (ii), player X is trapped by

x o
o x

o x
(ii)

o−→
x o
o x
o x

x−→
x o

o x
o x

o−→
x o

o x
o x

So X does not create game (ii). Finally, game (iii) allows player O to win by a
Zugzwang

x o
o x
x o

(iii)

o−→
x

o o x
x o

Thus player X does not create game (iii). That finishes game (A). For game
(B), all moves are forced, which creates a Loop as follows

o
x

x
(B)

o−→
o o

x
x

x−→
o x o

x
x

o−→
o x o

x
o x

For game (C), there are the following forced moves

o
x
x
(C)

o−→
o o
x
x

x−→
x o o

x
x

o−→
x o o

x
x o

Now player X must choose one of the options

x o o
x

x o
(i)

x o o
x x

o
(ii)

For game (i), player O forces a Loop by
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x o o
x

x o
(i)

o−→
x o

o x
x o

x−→
x o x

o
x o

For game (ii) player O creates a Loop by

x o o
x x

o
(ii)

o−→
x o
o x x

o
which finishes game (C).

For game (D), player O forces a Loop by

o
x

x
(D)

o−→
o

x
x o

x−→
o

x x
x o

o−→
o

o x x
x o

which concludes the proof.

Summing up the results

Theorem 9. Player X cannot win.

Proof. This follows by combining Lemmas 7, 6 and 8.

Corollary 10. Picaria is a draw.

Proof. This is a consequence of Theorems 1 and 9.

The number of positions in the second phase

To count the number of positions we apply Burnside’s Lemma to count equivalent
classes of positions. Besides, we only count the number of positions for the
second phase, i.e., when all six pieces are placed on the board. We consider the
set P the possible positions in the game and G the group acting on P . Denote
by Fix(g) the set of positions in P that are fixed by g. Burnside’s Lemma states
that the number of orbits is

#orb =
1

|G|
∑

g∈G

|Fix(g)| .

The elements in G are composed by the identity, denoted by e, three rotations of
the board of 90, 180, and 270 degrees denoted by R90, R180, and R270. Besides,
there are four reflections, one horizontal H , one vertical V , and two diagonal
D1 and D2. Thus
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#orb =
1

8
(|Fix(e)|+ |Fix(R90)|+ |Fix(R180)|+ |Fix(R270)|

+ |Fix(H)|+ |Fix(V )|+ |Fix(D1)|+ |Fix(D2)|).

For the identity e we have
(

9
3,3,3

)
= 9!

3!3!3! positions. For R90 and R180 rotations
with a fixed position the board is of the respective form

b a d
a e c
b c d

and

d b c
a e a
c b d

Here the letters can be X, O, or empty. Notice that |R90| = |R270|. If we put all
pieces on one of these boards, there would be 4 pairs, each pair with the same
symbol, which is not possible. Thus, the rotations do not fix any position.

For diagonal reflections the number of fixed positions are the same for D1 and
D2. Consider the diagonal D1 and horizontal reflections with a fixed position
of the respective forms

b c f
a e c
d a b

and

a b c
d e f
a b c

These are the only fixed positions by these group actions. Here the letters can
be X, O, or empty. It follows that a,b, and c are precisely one each of X, O, or
empty, and the same is true for d,e, and f. Thus, there are 3!3! such positions of
each kind. Since there are four reflections, we have in total 3!3!4 fixed positions.

Finally, we have

#orb =
1

8
(|Fix(e)|+ |Fix(R90)|+ |Fix(R180)|+ |Fix(R270)|

+ |Fix(H)|+ |Fix(V )|+ |Fix(D1)|+ |Fix(D2)|)

=
1

8

(
9!

3!3!3!
+ 3!3!4

)
= 228.

Finally, we counted three positions that do not occur. Namely

o x
o x
o x

o x
o x
o x

x o
x o
x o

Thus we get 225 orbits. Now, the position graph for the second phase of the
game contains positions where player X or O is to move. Thus, the position
graph for this game contains 450 positions.
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Final Remarks

Consider the following natural generalizations of Picaria. We use the same set
of rules and only change the number of sides of the board as depicted.

Figure 2: Relatives of Picaria, with three, five, six and seven sides respectively.
Following this pattern, there are infinitely many different board games in this
family. One can show that all these games are first player win in a few moves,
except for Picaria, and we invite the reader to find the play-proofs of this fact.
We find it compelling that the Zuni tribe played the only interesting game in
this family for centuries.

Open problems

What happens if we increase the number of stones for each player, say that
game parameters, k > 3 stones each and s > 3 sides, are given (otherwise
the same rules). Is there any combination (k, s), other than (3, 4), for which
the game is a draw (provided that the total number of stones is less than the
number of nodes)? Is it true that the second player never wins? If we give the
second player a one stone advantage (handicap), for which combination (k, s)
can he draw/win the ((k, k + 1), s) game (that is the second player places his
last placement stone after the first slide-along-edge move by the first player)?
In general, how many stones advantage l > 0 does he require to draw/win a
generalized Picaria?
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